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Introduction
Estimation of fines and solids content in tailings oilsands deposits is imperative for
tailings planning as well as reporting tailings inventory to the regulator. Data obtained from a
finite number of sampling locations are the main source for estimating the quantity of fines and
solids in the deposits. To date, the required number of sample locations or spacing to estimate
tailings volume/ mass with reasonable confidence is not well defined. The Geostatistics and
sampling working group (GSWG) of Canada’s Oil Sand Innovation Alliance (COSIA) took over
the task of defining the sample spacing for predicting tailings inventory with “reasonable
confidence”. Development of a proper procedure for the engineering assessment of uncertainty
in reported tailings mass/ volume as a function of data spacing was the main objective of the
task.

Data and Workflow
The GSWG conducted this task with the help of “Clayton V. Deutsch Consultants Inc.”
and the guidance and recommendations of representatives of COSIA member companies.
Existing oilsands tailings deposit data from three different types of tailings facilities, constructed
in northern Alberta by different operators, were used for the analysis. Clayton V. Deutsch
Consultants Inc. developed a geostatistics based workflow and associated software tools to
estimate the variation of uncertainty of solids/fines predictions as a function of data spacing
(these tools will be available for use through COSIA). The analysis results were documented
including comments and reviews of the working group.
The report in Appendix A summarizes the study results in detail. The workflow and
software guide in Appendix B provides step by step procedures for the software tool and
geostatistical analysis. The data used for the work is attached is also include Appendix B.
COSIA member company representatives were shown by Clayton V. Deutsch Consultants Inc.
to use the developed software tools appropriately.

Conclusion and Recommendations
The developed geostatistical workflow is a useful tool to determine uncertainty of
estimated tailings mass or volume. The tool is capable of evaluating the required number of
sampling locations/ spacing for a defined uncertainty, provided that there are historic data for
the tailings facility.
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However, due to the complexity of some Oilsand tailings

there are a number of

limitations to the workflow. The distribution of tailings within a facility depends on the type of
tailings, deposition method, age of tailings, deposition locations, geometry of the facility,
deposition environment (sub aqueous, sub areal), and many other factors. Therefore the
proposed global uncertainty may not be the appropriate parameter in the determination of
sample spacing. The minimum number of data required for the analysis remains somewhat
ambiguous and therefore for newer facilities engineering judgement of initial holes is required
and further refinement of sampling and holes selection is expected as a deposit develops. The
proposed workflow can only be implemented with proper understanding of geostatistics
fundamentals and proper training in the use of the required tools. The process should not be
automated and hence the applicability

of the proposed workflow requires a broader

understanding of Geostatistics (due to the complexity of the tailings deposit).
The GSWG concluded that:


The proposed workflow can be used by individual companies as an optional tool for
engineering assessment of uncertainty of fines/ solid predictions in existing tailings
facilities and refining sample collection programs, however due to the complexity of
tailings deposits (including multiple streams flowing into a pond or deposit in certain
instances), it is not suitable to recommend one sampling spacing for all tailings facilities.



The spacing and grids in a pond/deposit cannot be standardized based on the work that
has been done by Clayton’s group. It is an optional tool to help individual companies.
Individual companies will need to consider the variability of the deposit in selecting
vertical sampling interval and locations coupled with engineering judgment and
experience.



Operators are not restricted to the software used in these reports. Commercially
available softwares can also be used to achieve the same objective. These softwares,
however has not been reviewed or investigated by this group.
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This report presents the results of geostatistical resampling workflows and methodologies
developed for quantifying uncertainty in tailings fines mass as a function of the data spacing.
The methods were applied and developed using data provided by COSIA member companies
from specific tailings deposits. Some research and thoughts on general application were
undertaken and documented here including guidelines on how to apply the methodologies. The
executive summary on the next five pages summarizes the key results.
Dr. K. Daniel Khan and Jared Deutsch undertook the most of the research application tasks
described in this report. The work was done under my direction with input from the COSIA
representatives.
Respectfully Submitted,

Dr. Clayton V. Deutsch, P.Eng.
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Executive Summary
Tailings management is an important issue. There is a strong collective interest that tailings
streams are treated and resulting fines properly managed and accounted for by appropriate
measurement and reporting methodologies. This report is aimed at understanding the
inherent uncertainty in a reported volume or mass of tailings fines given some collected
samples in a tailings pond or in a deposit. Enough data should be collected to provide a
reasonable confidence in any volume or mass reported to AER.
AER Directive 074 applies to mineable oil sands operations and specifies how operators are to
assess and report their tailings performance. Directive 074 does not say anything specific about
“enough data” or “reasonable confidence”. They do say, however, that the operators must
“demonstrate to the satisfaction” and that reports must include “any other information” that
they require. In principle, all would agree that too few data is unacceptable – the reported
volume or mass may be misrepresented. In principle, all would agree that too many data is
unreasonable – there would be an inordinate cost in terms of monetary value, allocation of
resources and safety for no substantive gain in information for responsible management and
stewardship.
The primary question identified at the outset by the project stakeholders was: How does a
decision on sampling spacing impact the uncertainty of estimated total fines mass in a tailings
deposit? In order to address this question three data sets representing three different deposit
types were used in the study. This led to an additional equally-important question: Is the
required approach for answering Question (1) deposit-specific? Can the results of a
geostatistical resampling study conducted on specific data sets be generalized?
An intensive modeling and resampling workflow was devised and implemented on two of the
three provided datasets to address the primary question and yielded excellent results (Chapter
3). The results are presented in condensed summary figures that are rich in content, but with a
simple and easy to read template. A generalization of the template is illustrated here with
some key interpretive elements.
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As the primary objective of the study was to quantify global fines uncertainty, or the total
composite uncertainty in fines mass as described by a single cumulative number, it may be
feasible to reduce the demands on geostatistical resampling analysis. The abridged workflow
described in Chapter 5 reduces the professional demands of a full geostatistical modeling
approach. The approximate results obtained from this abridged workflow cannot capture many
of the complexities of a deposit like a complete numerical model can. Nonetheless, the results
of an abridged spatial Monte Carlo analysis may be adequate for reporting on global fines mass
in tailings deposits.
There are six Chapters in this report. A brief description of each chapter is given below.
Chapter One: Introduction and Background
Some general and fundamental principles regarding uncertainty, spatial correlation of
deposited materials, and reporting uncertainty are given in this chapter. The intent is to
provide enough relevant information to readily interpret the results.
Chapter Two: COSIA Data Sets
A description of the data sets provided for the study is important since each of the data sets
represent a different type of deposit with a different level of complexity. The most complex
data set is the Pond-type facility, with data from fluid tailings as well as solid tailings. The Pittype deposit may be more straightforward to model, but more heterogeneous in terms of fines
content overall. The Cell-type deposit is more homogeneous in terms of fines content, and is
amenable to a two-dimensional analysis. Each of the data sets was used, but not all
approaches were applied to every data set. The results are presented in the following chapters.
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Chapter Three: Geostatistical Modeling and Resampling Workflow
A benchmarking task of this project was to design a geostatistical modeling and resampling
workflow based on three-dimensional models considering all important multivariate aspects.
First a base case group of models, representing the inherent uncertainty in the actual data
configuration from these mature sampling initiatives was constructed. These models were
resampled — rolling back to scenarios with only a few sample locations, and forward to
scenarios with a dense sampling strategy, in order to simulate the effect of estimating total
fines mass under different data collection decisions. A remarkable aspect of the results is how
well-behaved they are despite the complexity of the modeling and resampling workflows. This
leads to identification of the fundamental controls on global uncertainty in spatially correlated
deposits.

Chapter Four: Global Uncertainty in Spatial Domains
This more theoretical chapter clearly lays out the concepts driving the global uncertainty
realized from a specific data configuration within a given deposit limit. It is a useful review and
consolidation of key ideas that suggests an abridged spatial resampling methodology to yield a
first-order solution to the problem of identifying how uncertainty in the cumulative volume or
mass of the resource, or waste material of interest depends on the sampling density.
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Chapter Five: Spatial Monte Carlo Resampling
That abridged workflow consists of defining a series of data spacings, or sampling
configurations, defining some key model parameters, and quantifying the average covariance
between the data locations for each scenario. The results for global, or total composite
uncertainty in the cumulative resource mass are similar to those obtained from an exhaustive
modeling workflow, albeit less detailed. The important components of the decision support
information as summarized on the uncertainty plots may still be apparent in most cases.

Chapter Six: Discussion and Conclusions
Included in this concluding section is a discussion on limitations of the resampling workflows
implemented for this study, additional complexities that may arise in various projects, and the
need for expert consideration on a case by case basis. This study focused on total resource, or
waste material uncertainty. There are cases where local uncertainty within the deposit may be
important to quantify. In those cases, or other cases with complexities beyond the scope
covered in this study, full geostatistical resampling with deposit-specific considerations will be
required. A bullet list of conclusions and recommendations is given in this summary:
• A geostatistical methodology is required for quantifying uncertainty in the presence of
spatial correlation.
• Spatial correlation between samples of tailings fines is expected in all deposits, but is not the
same in all deposit types.
• A minimum amount of data will always be required to know what we don’t know and to
know how much data is required.
• Enough data should be collected to provide a reasonable confidence in mass reported.
• There is a point of diminishing returns where additional data are not worth their cost.
• There are no clear guidelines in Directive 074 or elsewhere regarding the probabilistic
criteria that would be acceptable. The ability for an operator to make a statement such as
“sufficient data shall be collected to demonstrate that the true mass of fines will be within
10% of reported with 80% or more probability” must suffice.
5

• The decision support tools described in this report are practical, with easy-to- interpret
summaries.
• In no circumstances can the workflows be fully automated and applied in a black-box
approach. Operators may need to invest in some training and development.
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1 Introduction and Background
1.1 Project objectives
The objective of the COSIA fines geostatistical study was to understand how a decision on sampling
spacing would impact the quality of estimates of total fines mass collected in a given tailings disposal
facility. This report clarifies many aspects for the question: how is the uncertainty in a global estimate
impacted by a given data collection decision?
Data collection metrics are most often drill or sample location spacing on a map grid, or data density: a
number of sample locations per unit area or volume. In general, we consider the full three dimensional
distribution of the samples including the vertical direction, or direction along a sample string. For
tailings sampling we are concerned with vertical boreholes, so it is conceptually easier and of more
direct practical meaning to measure the data collection in terms of the map spacing between sampling
locations, or number of boreholes/unit area. Sampling spacing is interchangeable with a number of
sampling locations through a well behaved function (Fig. 1) once the deposit boundary is identified.

Figure 1: For a fixed deposit areal limit the number of sampling locations or boreholes is proportional to
, where x is the spacing between boreholes

The question of interest here is: “How many data are needed to achieve a target confidence level in an
estimate of total fines mass”. It is possible to answer the question using three-dimensional numerical
models of the deposits. At a given point in development it is possible to evaluate how rolling back and
forward through different data spacing scenarios impacts uncertainty, and measure the optimality of
the current sampling strategy relative to different scenarios. This was the first principal objective of the
COSIA fines uncertainty project. This task amounts to a considerable amount of professional time spent
on an inverse problem. The workflow to undertake this type of solution, and the results are
documented in Chapter 3. There is a need for clear understanding and tools to answer the questions
about data spacing and uncertainty a-priori. Defining a practical and sufficiently general forward
solution that can help to determine in advance the optimal number of data to collect in order to achieve
a global level of precision in fines mass estimates was an equally important goal of this work. The
results of this extended objective are documented in Chapters 4 and 5.
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1.2 Principles of Uncertainty: Concepts and Metrics
Uncertainty is quantified using probabilistic methods and metrics. Geostatistical methods model local
and global uncertainty in geo-spatial phenomena where the rock or soil properties in a natural or
engineered deposit are correlated in space. Local uncertainty refers to the distribution of outcomes
predicted at any unsampled location in a deposit (Fig. 2).

Figure 2: Illustration depicting a geostatistically-populated rock property in a three dimensional numerical
gridded model representing a deposit

Geostatistical algorithms are designed to build these local probability distributions conditional to data
using measures of spatial correlation inferred from the data. From these local probability distributions
at each location many realizations of the total resource can be constructed. The distribution of
outcomes of total resource is a global, or total composite uncertainty. In this report we are concerned
with this total uncertainty in the resource estimate rather than local uncertainty. A global estimate is
the integrated or cumulative resource volume or mass computed within a deposit. Geostatistical
modeling of the deposit produces a number of equally likely outcomes of this total resource estimate
given the data and the model parameters. Because the sample data are sparse and the model
parameters cannot be inferred exactly, there are a number of plausible outcomes given the same data
set. These outcomes are called realizations. Specifically, they are realizations of an assumed stochastic
spatial process used to represent the heterogeneity of the deposit.
Uncertainty can be reported in absolute or relative terms. Absolute measures include the coefficient of
variation ( ), which is the ratio of the standard deviation of the estimates to the mean of the
estimates

Probability intervals on a fitted or empirically- sampled probability distribution of outcomes are another
absolute measure of uncertainty. Probability intervals are related to confidence intervals if the
distribution is, or is assumed to be normal. A common probability interval is the average deviation
about the median or 50th percentile (P50) between the 10th percentile (P10) and the 90th percentile
(P90).
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Another useful measure of global uncertainty is the probability to be within a specified interval centered
on the mean. This is the likelihood, given a number of possible realizations of the total resource, for one
realization to be within a specified percentage difference from the mean of all the possible outcomes.
Given a number of repeated sampling experiments, or geostatistical realizations of the deposit, the
larger this likelihood, the more precise the computed resource number. This can be expressed as, for
example, “the probability to be within 5% of the mean”. The computation is done in two steps: first
compute the absolute deviation of each outcome from the mean of the outcomes
̅|

|

This is followed by counting the number of times in outcomes that this difference
equal to the specified percentage of the mean (in this example, 5%)

is less than or

{

{

}

∑

The variability around the mean of the realizations is what we can quantify and summarize as a measure
of confidence in an estimate of total resource constructed from the data. Despite the fact that the
estimated mean from the group of model realizations may depart from the true mean in sparser
sampling scenarios – and thus the accuracy of the estimate may change, it is the relative variability
about the average that quantifies the uncertainty inherent in a sampling strategy. This variability about
the mean may be called the precision of the estimate. The accuracy of the estimate of the mean is of
course also related to the number of data. As the sampling of the domain increases, and variance in the
estimates converge, the estimated mean approaches the true underlying mean. These ideas are
summarized in Fig. 3.
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Figure 3: Black solid curves represent symmetric probability intervals around the mean, which are a
graphical representation of precision. Dashed curve represents the mean from the realizations. The shaded
envelope illustrates increasing accuracy of the estimate. Both accuracy and precision increase with the
number of samples.

Rolling together the previous concepts we chose to summarize the study results in a plot as shown in
Fig. 4. This summary plot has two ordinate axes: one representing the absolute deviation from the
mean and the other representing the probability to be within 5% of the mean. The independent
variable is the number of sampling locations, or drill holes. Such a plot can be used as a decision support
tool for the question of “how many samples are needed …” with any objective in mind. The typical
objective is to optimize the number of sampling locations in order to balance an acceptable degree of
uncertainty and the potential and cost to gain more information (Fig. 4).

Figure 4: Generalized template of how the results of this study will be summarized. Key interpretive
annotations are included for illustration.

This chapter concludes with some general and useful concepts on data spacing and uncertainty in
geological and engineered deposits.
1. More data in a given deposit results in less uncertainty (Fig. 5).
2. Expanding the domain around the same number of data or data spacing results in greater
uncertainty (Fig. 6)
3. Samples from a geological or engineered deposit are rarely independent. The degree of
correlation strongly impacts uncertainty in ways that are less intuitive than the preceding points.
In particular, a longer range of spatial correlation has apparently conflicting impact on
uncertainty. A longer range of spatial correlation, typically quantified by the variogram (Fig. 7),
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generally reduces local uncertainty, but increases global uncertainty. Local uncertainty is
reduced because local data provide greater information about the unknown value at any
unsampled location. Global uncertainty is increased because the data become more redundant,
reducing the number of independent samples to constrain an estimate of the global average.
4. Consequently, more samples may not result in more information (Fig 8). The number of
effectively independent data is the important metric. This number is quantified as a function of
the spatial correlation model applied to the data configuration.
5. More variability between sample values implies greater heterogeneity, and therefore greater
absolute global uncertainty. That is the uncertainty in the global average is proportional to the
variance of the sample frequency histogram.
A small number of straightforward equations relate the concepts above and are covered in detail in
Chapter 4.

Figure 5: More data in a given deposit results in less uncertainty.
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Figure 6: Expanding the domain around the same number of data or data spacing results in greater
uncertainty.

Figure 7: The variogram quantifies spatial correlation. The range of spatial correlation persists until the
average variance between pairs of data approaches the full variance of the samples, which in the above plot is
standardized to a unit variance. The black model depicts a more spatially correlated variable than the red
model.
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Figure 8: When the data are spatially correlated, the number of independent data is less than the total
number of samples. How much less depends on the spatial correlation.
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2 COSIA data sets
An important aspect of the project was to develop resampling workflows using real data from different
tailings deposit facilities. Three data sets were used, and are designated as: (i) Pond-Type; (ii) Pit-type;
and (iii) Cell-type. These data sets are described below in order of decreasing overall complexity.
Complexity increases as a result of inter-variable correlations, spatial trends, and the need to model
more than one domain to represent the deposit.

2.1 Pond-type facility
This dataset is comprised of 44 sample locations in an external tailings facility (ETF), including a tailings
pond comprised of fluid mature fines tailings (MFT), a thickened tailings (TT) beach, and a zone of solid
tailings. For the present purposes it was decided to simplify the modeling by considering only two
domains to represent this complex facility. One modeling domain consists of the fluid tailings above the
pond bottom and within the areal pond limit, while the other domain consists of the entire remaining
volume of solid materials above original grade (Fig. 1)

Figure 1: Pond-type data set sampling location map, dimensions, and domain definition for modeling

The relevant data for fines modeling is the proportion of particles measured below 44 microns by laser
diffraction and hydrometer tests, and the solids percentage from Dean Stark analysis. There does not
appear to be a significant difference between the laser diffraction and clean hydrometer measurements,
and they are homotopic data sets. Either of the two measurement types could be selected for the fines
modeling without concern for significant bias (Fig. 2). The laser diffraction data were selected for the
fines data.
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Figure 2: Cross plot of % fines (<44 microns) measured by laser diffraction (LD) and clean hydrometer
(CH).

Each sample location is comprised of a vertical string of samples, with each individual sample taken over
a vertical interval (Fig. 3, 4). For modeling purposes each sample is considered a point sample, although
this is not strictly true. The average vertical interval is approximately 2m, but does vary. Note that
samples within the polygonal limit of the pond are virtually all fluid tailings samples above the pond
bottom (Fig. 3), although samples have been taken below the pond bottom at some locations (Fig. 4).
An important aspect of the vertical sampling interval in the pond-type dataset is that vertical variogram
structures are not resolvable. As a result, there is considerable uncertainty in the variogram model and
parameters.

Figure 3: Oblique 3D view from above modeled pond bottom surface and fluid MFT sampling positions
within the pond (bold polyline).
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Figure 4. Oblique 3D view from below modeled pond bottom surface showing sampling positions in solid and
TT beach tailings as well as those locations where sampling was done below pond bottom in the pond outline.

There is a systematic correlation between % solids, % fines, and sampling depth below the pond surface
in the fluid MFT tailings within the pond (Fig. 5, 6). This is expected due to hydrostatic equilibrium. The
samples shown in Fig. 5 include only those samples below the mudline, which is defined by a solids
threshold of 5%. A few outliers of low fines just beneath the mudline are apparent from locations near
the thickened tailings beach. There may be some hydrodynamic disequilibrium in this area with
migrating coarse materials. These outliers are removed for trend modeling in the fluid tailings since
they represent a localized phenomenon. There is no significant vertical trend in % fines apparent from
the samples on the TT beach and the solid tailings at the periphery of the pond (Fig. 7).

Figure 5. Samples above the pond bottom in fluid MFT tailings showing vertical trend of % Fines with depth
below the mudline.
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Figure 6: Cross plot of % Fines versus % Solids in fluid MFT tailings above pond bottom.

Figure 7: Samples below the pond bottom and in solid tailings and TT beach locations showing absence of any
significant vertical trend of % Fines with sampling depth.

Histograms of fines data above the pond bottom (fluid tailings) and below the pond and in TT beach
area (solid tailings) are shown in Fig. 8, 9.
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Figure 8: Histogram of % fines measurements from samples above the pond bottom in fluid MFT

Figure 9: Histogram of % fines measurements from samples below the pond bottom and in solid tailings and
TT beach locations.

The pond-type model framework was modeled by 3 main bounding surfaces (Fig. 10):
1. Original grade: treated as a deterministic surface. Although we model it using only borehole
information and an assumed average elevation, we assume that this surface is known from
exhaustive survey information from the time of excavation. Therefore we do not treat this
surface as uncertain.
2. Pond bottom: the point along each sample profile where a 5kPa undrained shear strength is
measured. This surface is known only from sample locations, so it is treated as uncertain within
the region bounded by the pond polygon (i.e., where the pond bottom is submerged).
2-5

3. Mudline: the elevation within the MFT fluid column where a solids threshold of 5% is realized.
This surface is known only from sampling, so it is treated as uncertain. It is assumed that this
surface is gently undulating at some depth beneath the surface of the pond.
The bounding surfaces and polygons define two zones for modeling (Fig. 1):



The MFT zone: the region inside the pond polygon and between a basal boundary defined from
the modeled pond bottom, and an upper boundary defined by the modeled mudline
Solid tailings: defined as a region beneath the pond bottom down to original grade and the zone
around the periphery of the pond polygon, including the TT beach.

The general modeling strategy considered for the pond-type dataset consisted of:




Generating a realization of the pond bottom
Computing a 3D realization of fines within each zone, with special treatment of the vertical
trend in the MFT
Compute a realization of % solids correlated to the % Fines simulated within the MFT. The
mudline realization is taken from the 5% limit below the pond surface from the 3D % Solids
realization.

Figure 10: Oblique aerial view looking north-northwest as a visualization of key model bounding surfaces
considered for the Pond-type dataset. Basal (green) horizon represents original ground surface, tan surface
represents pond bottom, and transparent blue surface represents free water elevation of pond surface, with
the mudline a few meters below the pond surface.
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2.2 Pit-type facility
This data set consists of 18 borehole locations within a composite tailings deposit (Fig. 11). A modeled
top and base of the deposit defines the modeling domain (Fig 12). It is assumed that these bounding
surfaces are known from survey information and need not be considered as a significant source of
uncertainty.

Figure 11: Location map of Pit-type dataset borehole locations

Figure 12: Oblique aerial view surface elevation contours provided to define base of tailings deposit,
boreholes with material class log, and modeled base of deposit in sampling area from defining a depth marker
in each borehole where the insitu material is intersected.
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Each borehole is sampled vertically at a uniform spacing of 1m through the entire vertical thickness of
the tailings deposit. There are six material class categories defined with the minimum, median, and
maximum measured fines in parentheses for the composite tailings classes:
1.
2.
3.
4.
5.
6.

MFT: Mature fines tailings
LFCT: Low fines composite tailings (7%,12%,17%)
HFCT: High fines composite tailings (17%,29%,50%)
CT: composite tailings (10%,20%,27%)
Sand: fines proportion less than 10%
Insitu material exclusively below the deposit base

The categorical frequency histogram showing the proportions of the material classes from the sample
data is shown in Fig. 13. The modeling excluded INSITU material with the base of the deposit is defined
as the top of the insitu material.

Figure 13: Categorical histogram of materials classes in Pit-type tailings data

Although a categorical variable could be modeled using these material definitions, given that the
objective of the study is global uncertainty, and that there appears to be very little structure (i.e., high
heterogeneity) in the spatial arrangement of the material classes, there is little benefit to modeling the
material classes prior to modeling fines.
There is a weak vertical trend apparent from the Pit-type fines data (Fig. 14). Isolating the MFT and
HFCT classes shows that any vertical trend present is in these classes only. Given the relatively small
proportion of the associated classes and lack of spatial structure of the material classes, no vertical
trend was enforced in the modeling of the Pit-type deposit. There is negligible correlation between
fines and solids in the Pit-type samples (Fig. 15). The solids fraction of the deposits varies over a small
range representing minor changes in porosity or void ratio. While it is important to represent the global
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variability and average of the solids fraction in the models, it may not be important in this type of solid
tailings data set to capture the relationship between fines and solids if the correlation coefficient is low.

Figure 14: Cross plot of % Fines against elevation from Pit-type tailings data (Insitu material removed)
shows a weak vertical trend.

Figure 15: Cross plot of Solids fraction versus Fines fraction elevation Pit-type tailings data (Insitu material
removed) shows a low correlation (
0.25) that may be neglected (as a simplification) for the purposes of
global uncertainty in total fines mass modeling.
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2.3 Cell-type facility
The third data set provided was for two systems of engineered cells, with each system comprised of 3
rectangular areas (Fig. 16). The two important differences between the cell-type dataset and the other
data sets are that the sample locations are relatively sparse and irregularly distributed and somewhat
clustered in space, and that the fines data are essentially 2D measurements due to the overall low
thickness of the cells. There is also significantly lower variability in fines content in these cells from the
points given (Fig. 17), with the overall fraction of fines quite high relative to the other deposit types.
This amounts to a significantly more homogenous deposit type than the other two deposits.

Figure 16: Cell System configuration and sample locations (Orange).
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Figure 17: % Fines from samples in cell-type data set
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3 Geostatistical Modeling and Resampling Workflow
The benchmarking task of this project was to design a geostatistical modeling and resampling workflow
based on three-dimensional models considering all important multivariate aspects. These models are
benchmarks because the full detail included in such models may not always be necessary for the
purposes of global uncertainty quantification. However a complete assessment is necessary here as a
benchmark for comparing results from different methods.
The complete modeling workflow was carried out for the Pond-type and Pit-type datasets, which
warranted a three dimensional treatment owing to the information and nature of the data, as described
in Chapter 2. The cell-type deposit did not warrant a 3D model due to the two-dimensional averaged
data supplied and the assumption of a uniform average thickness for the cells. The following description
of the workflow is intended to be general with as much explanatory background as is practical to include
in a technical project report, with additional information available in the cited references. Geostatistical
modeling is a rich and broad topic and certainly requires extra reading to cover all of the aspects needed
for a complete background.

3.1 Domain and grid definition
Defining the grid involves deciding on a level of discretization in the horizontal and vertical directions.
The objective is generally to limit the total number of cells in the model to a practical number – in terms
of computational load and storage requirements – while maintaining at least enough detail to resolve
the important spatial heterogeneity features. While this can be discussed at length, and is very
important for models that will be used in recovery simulations, the grid resolution it is not a critical
decision in modeling the global uncertainty of tailings deposits. The grid cell dimensions used in the
models for this project were approximately 10m in the horizontal coordinate directions by 1m in the
vertical direction.
The modeling grid may be subdivided into modeling domains. The decision to model separate domains
is based on the modeled properties having different underlying statistics that cannot be considered
representative of a single underlying population. The pond-type model required two different domains
to be defined: one for the fluid tailings in the pond, and another for the remaining solid tailings in the
facility. The data description in Chapter 2 provides details on why these two domains warranted
separation for the detailed benchmark modeling. A single domain sufficed to represent the solid tailings
in the CT pit-type dataset. Each deposit will require a decision on how to subdivide the model into
stationary domains. A stationary domain is defined based on the decision that the data within that
domain are characterized by a single frequency histogram with inferred mean and variance, and a single
model for the spatial structure, with all parameters assumed invariant with translation throughout the
defined domain. The goal of defining stationary domains is not to minimize the variability in the data,
but to ensure that the statistical model parameters apply throughout the domain. Generally, a more
complex deposit will require a more complex domain definition. Complexity of the domain definition
may involve both the number of domains, and the geometry of those domains. At the most complex
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end of the spectrum is modeling the domains geostatistically. This would involve modeling “facies” or
material classes, with underlying spatial trends in the local proportions of those material classes.

3.2 Exploratory data analysis
Exploratory data analysis (EDA) refers to computing from the data the key summary statistics required
for parameterization of the model components. For each variable and each model domain, the sample
frequency histogram with the mean and variance are computed (see Chapter 2). The statistics inferred
from the data must be representative of the entire model domain. As such, declustering and debiasing
operations are sometimes needed, depending on the data configuration (Deutsch, 2002). In this case,
the data may be reweighted to account for sampling bias, such as spatial clustering of drillholes.
Declustering was applied to the Cell-type data set given the irregular sampling configuration (see
Chapter 2). In addition to the mean and variance, the correlation between the different attributes may
be high enough to warrant modeling. For example, the high correlation between fines and solids in fluid
tailings in the Pond-Type deposit required consideration in the modeling (Chapter 2). Lastly, spatial
trends in the mean of a property may be apparent from the data, or expected from the physical nature
of the deposit. The only notable spatial trend in the tailings deposits modeled in this study is the
increase in fines content with elevation in the pond water column, and the corresponding decrease in
solids content (Chapter 2).

3.3 Calculating and modeling variograms
The correlation between the sample locations is a critical metric to quantify and this is most readily
done by calculating the semivariogram from the available data. The semivariogram, or simply
variogram, ( ) is a measure of dissimilarity between pairs of data as a function of the separation
distance, between the attribute measured at two locations and
(Eq. 1).
( )

{[ ( )

(

)] } ………………………………………………(1)

Setting the search parameters to calculate the variogram is non-trivial, and requires a considerable
amount of detailed explanation. The interested reader is referred to (Deutsch and Journel, 1998). More
importantly to this report, it may be difficult or impossible to infer a reliable variogram from samples if
they are too sparse. In typical sampling situations, the vertical variogram calculated along vertical drill
holes is stable and easy to model (Fig. 1)
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Figure 1: Vertical variograms computed from fines and solids data (red points) in the Pit-type data set and
corresponding models that fit the apparent data structures.

The more problematic issue is inferring the variogram in the horizontal directions because of the
relatively small number of pairs available for a reliable computation of (Eq. 1). As such it is important to
recognize that the horizontal variogram ranges will generally be a model uncertainty that has to be
accounted for. As long as the vertical variogram is well-behaved, the structures used to model the
variogram are reliably inferred (Fig. 1). In the case of the Pond-type dataset, the sparse vertical
sampling (refer to Chapter 2) actually makes the vertical variogram difficult to infer, so there is greater
uncertainty in the variogram specifications for that type of dataset. The issue of variogram uncertainty
is quite important to consider when applying the proposed workflows and further discussion on this
topic follows in Chapter 5.

3.4 Geostatistical simulation
Given the declustered sample data histograms and relevant statistics from EDA, the variogram models,
and the grid definitions, the task of generating three-dimensional representations of the fines and solids
within the deposit is done with geostatistical simulation. Geostatistical simulation amounts to a
recursive Bayesian algorithm whereby at each unsampled location in the deposit, a local distribution of
uncertainty is estimated based on the surrounding data and the variogram model (see Goovaerts, 1997;
Deutsch and Journel, 1998; Chiles and Delfiner 1999;; Deutsch, 2002) . A random path is defined
through the grid nodes and at each location a value is drawn from the conditional probability
distribution of the attribute. The probability distribution at each location is conditional to the
surrounding data, and previously simulated values, which become part of the data set. Original data
locations have effectively no uncertainty, so those values are reproduced exactly at the sample
locations. The sequential procedure is complete when all of the cells in the model grid have had their
local probability distribution estimated, and a value simulated from that distribution. The estimation is
carried out by kriging, which requires the variogram model to define the covariances between the
location of the current estimate and the relevant nearby samples. Only kriging the properties without
the geostatistical simulation would give a smooth interpolated field of local means. Adding the random
simulation to the kriged estimates in a sequential manner ensures that the full variability between all
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locations is reproduced. This is very important in order to avoid bias when the models are processed for
total or recoverable resource estimates.
Fig. 2 shows some cross sections through the Pond and Pit type models generated by sequential
Gaussian simulation. 100 realizations like those shown in Fig. 2 are generated for a base case, and for
every resampling scenario, with each being an equally probable statistical representation of the spatial
distribution of fines and solids in the deposits, given the available data.

Figure 2: Vertical cross sections through a single realization of reference geostatistical fines models for the
Pond and Pit-type deposits.

A group of realizations represents the inherent uncertainty in the deposit based on the degree of
conditioning information available from the data set. The goal in this study is geostatistical resampling.
Resampling in this context refers to taking a reference realization and “drilling” it with various data
configurations, re-estimating the key uncertainty parameters from the synthetic data sets, and
reconstructing the set of geostatistical realizations. The complete workflow is summarized in Fig. 3. The
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resampling is discussed further below.

Figure 3: Complete geostatistical resamping workflow conducted as benchmarks for the Pond and Pit-type
deposits

3.5 Estimating uncertainty in the global averages
Geostatistical simulations are designed to quantify and generate representations of spatial
heterogeneity through modeling local distributions of uncertainty. The global average of each simulated
property is a model parameter that is specified externally and ultimately reproduced at the end of the
simulation procedure by construction. The focus of the COSIA fines project is on global uncertainty. The
key questions are focused on quantifying uncertainty in total fines mass in a deposit. Quantifying the
uncertainty in the global averages inferred from the sample data is a procedure that must be done
externally from the simulation algorithms. The computation of the uncertainty in a global average
considers the available data and the covariance or variogram model representing the spatial correlation
between the data locations. This concept is central to the COSIA objectives and is discussed in detail in
Chapter 4. In the context of the current workflow, it is one component that precedes geostatistical
simulation (Fig. 3). When constructing a single realization, a single value is drawn randomly from the
distribution of the global average for each property.
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3.6 Volumetric uncertainty
In some cases the gross volume of the deposit, or a specific domain within the deposit is uncertain. An
engineered deposit with survey information defining the base and top may have no significant
uncertainty. A bounding surface defined only from sparse boreholes may have a significant amount of
uncertainty, which translates to volumetric uncertainty. The computation of uncertain total mass within
a deposit requires including this volumetric uncertainty where applicable. The only volumetric
uncertainty considered in the modeling of the COSIA fines datasets was the volume of the pond in the
Pond-type deposit. The pond bottom is not known precisely, but rather only measured at sample
locations, so the total volume of that portion of the domain is an uncertainty. On the other hand, the
total volume of the tailings deposit is not uncertain since the original grade, current surface, and areal
limits are known. Since the pond constitutes a separate modeling domain in the benchmarking
workflow the pond bottom was simulated for every realization of the deposit allowing the volumetric
uncertainty of that domain to be accounted for in the resampling.
The calculation of uncertainty in the gross volume of a domain may be done by considering a
thickness variable at each borehole. A thickness map and bounding polygon is a sufficient
representation of most geological domains, and reducing the volumetric problem to a thickness
uncertainty problem is the easiest way to deal with this component. However, the thickness is usually
highly nonstationary, so the covariance modeling must be applied to a mean residual thickness ̅
following a subjective decomposition for a residual thickness variable
( )

( )

( ) …………………………………………………………… (2)

( ) is the thickness at a location , and
( ) is the base case thickness interpolated smoothly from
available information. The idea here is to map the bounding surfaces of the deposit, then smooth the
result with a moving window average to a reasonably high degree in order to remove most of the shortscale fluctuations, which will be attributed to the residual field ( ). The variogram model of ( ) is
( ) surface.
estimated from the borehole data after subtracting the smooth

3.7 Processing models for total fines mass
After each realization of the deposit is completed the total fines mass,
∑
where

………………………(3)

is the volume of the th cell in the model,

fractions, respectively, and

is computed as

and

are the simulated fines and solids

is the computed density based on a deterministic functional fit using the

given data set. The ensemble of realizations of the deposit results in a distribution of total fines mass
that characterizes the global uncertainty of interested here. The distributions of total fines mass from
the reference models, built from the reference data prior to conducting the resampling are shown in Fig.
4.
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Figure 4: Histogram displays of total fines mass uncertainty from base set of realizations constructed from
the existing actual data for the Pond and Pit type datasets

3.8 Defining and implementing the resampling scenarios
The preceding descriptive notes are written in reference to a single data set. The base or reference
group of realizations is constructed from the real field data. The objective of this project was not simply
to quantify the uncertainty for the existing field data in the example data sets; rather it was to quantify
how the uncertainty changes when the spacing between sampling locations, and therefore the number
of sampling locations for a given deposit changes. The resampling scenarios refer to synthetic sampling
of a reference model for a series of spatial sampling designs that start at a minimum number of sample
locations and gradually increase in number, or decrease in spacing (Figs. 5,6). The reference model that
is resampled is a realization selected from the reference ensemble. A reasonable choice is a realization
that contains total fines mass approximately equal to the median of the distributions in Fig, 4, or the
“P50” realization.
Naturally the uncertainty is expected to systematically decrease as the number of sampling locations
increases (refer to Principles in Chapter 1). The specific shape of the functions summarizing the
uncertainty reduction (Chapter 1; Fig. 4) depends on a number of parameters. A clear explanation of
how those parameters are related is provided in Chapter 4.
Defining the resampling scenarios can be done in different ways. The most straightforward approach
given the present objectives is to define a regular grid of sampling locations with a constant spacing
between the “borehole” locations. For each of the Pond and Pit-type models, a reasonable minimum
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number of sampling locations (i.e., 4 to 6) represents the starting scenario. The spacing between
sampling locations is systematically reduced to result in a greater sampling density over the area of the
deposit. For completeness the scenarios are carried through to a spacing that is too dense to be
practical. The total number of scenarios is kept to a reasonable number since 100 complete
geostatistical model realizations are constructed for each resampling scenario. The “data” set used for
each scenario is whatever was sampled from the “drilling” of the reference model for the given
resampling. This is important to mention because the idea is to consider this reduced or enhanced data
set – relative to the reference data – when estimating the statistics and uncertainty in global averages
(Fig. 3). In all rigor the variogram model uncertainty should change in accordance with the sampling
scenarios but this was not done. Instead, the variogram uncertainty and sampling distribution of
variogram parameters was assumed to stay the same through all of the resampling scenarios. This
decision was based on the fact that the uncertainty in variogram models is difficult to infer objectively.
While the actual results for a given deposit may depend strongly on the assumed variogram model
uncertainty, for the purposes of obtaining good benchmarking results it was not as critical how the
variogram uncertainty was defined as just being consistent. A simplified representation of the
resampling, corresponding to the central process box in the flowchart of Fig. 3, is shown in a separate
workflow style diagram in Fig. 7.

Figure 5: Map views of the resampling scenarios for the Pond type model. The sample spacing shown in
meters is the distance between neighboring boreholes along a principle horizontal coordinate direction. Each
point represents a vertical string of samples though the model mimicking a drill hole.
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Figure 6: Map views of the resampling scenarios for the Pit type model. The dashed polygon represents the
outline of the pit approximately half-way through the total thickness of the model. Each point represents a
vertical string of samples though the model mimicking a drill hole.

Figure 7: Process flow diagram distilled to show only the main components of the resampling procedure

3.9 Resampling Results
The key deliverable of the project was to construct plots of the uncertainty in total fines mass as a
function of sample spacing for the data sets provided. Once the resampling is done and all of the
realizations for a given sampling scenario are summarized into a single distribution for total fines mass,
one single point, or pair of points represents the uncertainty in that sampling spacing scenario on the
plot (Figs. 8,9). The description of how these plots are constructed and their interpretation was given in
Chapter 1 (Chapter 1; Fig. 4). The results suggest that the existing, or reference sampling of the deposits
represented by the actual field sampling (dashed green lines) has resolved most of the uncertainty in
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total fines mass for each of these deposits. For example the red curve indicating the probability to be
within 5% of the mean of the total uncertainty is at approximately 80% in both cases given the current
number of sampling locations.

Figure 8: Uncertainty in total fines mass as a function of the number of sampling locations in the Pond-type
deposit. Opposing pairs of blue curves represent probability intervals, for example 0.8 is the label
corresponding to the difference between the 10th percentile and the mean, and its complement, the 90 th
percentile and the mean. The red curve represents the probability for any realization to yield a computed
fines mass that is within 5% of the mean from all of the realizations. The green dashed line shows
approximately where the current state of sampling from the reference dataset falls.
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Figure 9: Uncertainty in total fines mass as a function of the number of sampling locations in the Pit-type
deposit.

The results of the geostatistical resampling explained in this chapter are considered a benchmark. A
considerable amount of expertise and time are required to construct the workflows such that
meaningful results are generated. Although each of the components is straightforward, in its entirety
the workflow is non-trivial to implement. This is not a typical exercise, and there is no single software
package available to conduct this work. Although the standalone software for each component is
readily available, the scripts used to assemble them into a targeted workflow are, to a large degree,
deposit specific. A considerable amount of effort is required to ensure a functional workflow for full
geostatistical resampling. The next chapter lays the foundations for approaching the general problem in
a somewhat less technically-demanding and a considerably less time-consuming workflow.
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4 Global Uncertainty in Spatial Domains
In order to extend the results from the preceding chapter to more general applicability it is necessary to
work through a clear explanation of the controls on global uncertainty in a domain of spatially
correlated random variables.

4.1 Working through the concepts
There are a few fundamental components to the general problem of global uncertainty in a spatial
domain:





, the domain definition for the deposit, which may be expressed in terms of length units along
principal coordinate directions
, the number of data sampling the deposit, comprised of the subset ( )
sample
locations
, the inferred population variance for the attribute of interest
( ), the spatial covariance function or variogram, ( )
( ) for the attribute

Reducing these fundamental inputs to dimensionless components is useful in an attempt toward
clarifying the general concepts. Three average covariance measures, standardized by the population
variance, and a relative measure of the number of independent data in the domain are considered:
)
1. The average covariance of the domain with itself, ̅ (
2. The average covariance between the data locations and the domain ̅ (( ) )
3. The average covariance between the data locations themselves ̅ (( ) ( ) )
4. The ratio of the number of independent data
to the maximum number of independent data

Independent data here refer to the number of effective independent data as calculated using the
covariance function. Data collected close together relative to the covariance function are not
independent: they are correlated. The average covariance, or equivalently the average variogram
̅(
)
( )
) in the domain, is expressed mathematically (Eq. 1) as
̅(
̅(
where

and

)

∫ ∫

(

)

……………………………..…….………….. (1)

represent two locations within the domain .

Eq. 2 is easily evaluated numerically by discretizing the domain A into
proportion of the total domain and computing the double sum
̅(

)

∑

∑
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(

cells or elements of equal

)……………………………..…….………….. (2)

The average covariance or alternatively the average variogram ̅ ((
between the conditioning data locations
computed similarly
̅(

(

,
∑

(

̅ ((

)(

,
∑

))

) )

and the domain itself is

)(

))

in the domain,

is

∑

̅ ((

)……………………………..…….………….. (3)

The average covariance or alternatively the average variogram ̅ ((
between the conditioning data locations

( )

in the domain,

∑

))

) )

(

( )

̅ ((

)(

))

)……………………………..…….………….. (4)

Note that in expressing Eqs. 2-4 as variogram measures the covariance at zero lag distance ( ) is
equivalent to the global variance of the samples from the underlying assumed stationary population.
Starting with Eq. 4, the average covariance between the data locations: irrespective of the domain, and
subject only to the covariance function ( ) and sample locations , the spatial configuration of the
data leads directly to a measure of the number of effectively independent samples . In the presence
of spatially-correlated data, the number of independent data is less than the actual number of data
collected. This is due to redundancy between the individual samples. The higher the spatial correlation
between the sample locations, the greater the redundancy between them, and therefore the fewer
effectively meaningful samples there are to inform the estimate of the mean. There is a straightforward
inverse proportionality between the effective number of samples and the uncertainty in the mean.
From the central limit theorem we have
……………………………..………………………………….………….. (5)

̅

Where ̅ is the variance in the mean,
is the sample variance and is the number of samples. In
case of spatial correlation, we define , the number of effectively independent samples, as

̅

……………………………..………………………………….………….. (6)

Expressing the variance in the mean ̅ (Eq. 5) in terms of the correlations, or covariance between the
data locations, we have
{ ̅}

{ ̅ }
̅

{( ∑

) }

∑∑ {
{ ̅}

∑
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∑

̅
̅

}

{

}

……………………..……..……….. (7)

The right hand side of Eq. (7) is the average covariance between the data locations (Eq. 4). In other
words, the variance in the mean is equivalent to the average covariance between the sample locations.
So for any data configuration we can calculate the expected uncertainty in the mean by numerically
evaluating the double sum in Eq. 7. The global uncertainty in the mean is tracked through the variance
alone because theoretically, by virtue of the central limit thereom, the sampling distribution of the
mean from a finite but sufficiently large number of samples follows a Gaussian distribution.
From Eq. 6 and 7 we have
̅ ((

)(

))

…………………………………..………………….. (8)

A key to evaluating the optimal data spacing and/or number of data to collect to reach a target precision
in a global resource estimate is through Eq. 8. If the objective were simply to minimize the global
uncertainty (at any cost), this is equivalent to maximizing the number of independent samples,
(Eq.
6), given a domain A. Evaluating data spacing for a target number of independent data
or
equivalently a target global precision, requires the geometric definition of the spatial domain, or the
boundary of the deposit, .
Considering the limit case of the maximum number of independent samples
possible for a given
̅
̅
(
(
).
domain, ; this must occur where
( ))
That is, when the average covariance between
the data and the domain is close to or equal to the average covariance within the domain itself. This
corresponds to a data configuration approaching a maximum degree of “global conditioning”. The
notion of a “degree of global conditioning” describes the relative amount of information from a spatial
sampling configuration that is effective in reducing the uncertainty in the total resource estimate.
, the number of independent samples, is equivalent to minimizing ̅ ((

) ( )), the
average covariance between the data locations (Eq. 8). Given a domain , the condition ̅ ( ( ))
̅(
) occurs approximately where ̅ (( ) ( )) is minimized. At that point the maximum number of
independent conditioning data that can be effective in reducing the global uncertainty is realized. The
constraints on the minimization of ̅ (( ) ( )) given a data configuration and a covariance function
( ) are the size and configuration of the domain . That is, a sample configuration must respect the
boundaries of the domain.
Maximizing

The limit case where the maximum number of independent data is realized is generally of little practical
interest since the objective is rarely to acquire as much useful data as possible. A practical objective is
generally to acquire enough data to achieve a target level of precision on the resource estimate.
Similarly, the objective may be to estimate the precision given a specific sampling scenario. This is
illustrated by considering data spaced at equal distance and defining an expanding domain boundary,
which starts from localized volumes centered on the data locations (Fig.1) to some maximum
contiguous extent,
in the set of possible outcomes of { } considered. At
(Fig.1),
; there are no more independent data possible for that configuration of . The degree of global
̅(
), and ̅ (( ) ( )) is minimized. The data
conditioning is maximized when ̅ ( ( ))
cannot be placed farther apart given the domain.
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Figure 1: An extreme scenario where the domain of the model (dashed line) is just a small area around each
datum or sample location. The number of independent data cannot be increased, so global conditioning
cannot be increased.

Now consider an intermediate sized domain where the boundary of is the convex hull of the data
(Fig.2). The data are spread apart as far as possible, minimizing redundancy, but the maximum number
of independent data
, corresponding to the maximum global precision (Eq. 6) will occur where
̅ ( ( ))
̅(
), which may require increasing the number of sample locations. The state of
precision for this case is
, which from Eq. 6 means that the uncertainty in the mean is 25% of the
total variability. This is a relatively high amount of uncertainty, which we would expect to decrease by
̅(
).
adding more samples when is small relative to the domain, and ̅ ( ( ))

Figure 2: An intermediate scenario where the domain (dashed line) is continuous and large enough to
envelope the data locations. The number of independent data is still
, but can be increased by adding
more samples inside the domain.

As the domain increases in size from the example shown in Fig. 2, the number of independent data
remains at
but the maximum number of independent data possible for the domain becomes
larger with the domain. Commensurately, the degree of global conditioning decreases, and the
uncertainty increases (refer to Chapter 1 principles; Fig. 6).
It is clear from this illustration and from the preceding discussion that the degree of global conditioning
can be measured by
relative to
. So we can define a global conditioning index (GCI) as
(

] …………………………………………….………….. (9)

Where
is the maximum number of independent sample locations corresponding to the
̅(
) and ̅ (( ) ( )) is
maximum global precision for the domain where ̅ ( ( ))
minimized. At any number of (independent) sample locations
less than
, for the domain , it
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is still possible to decrease global uncertainty. The reduction in uncertainty decays according to 1/ as
the number of independent data , or the GCI increases, which is well known from Eq. 6.
This theoretical chapter provides the bridge to go from the specific results of the preceding Chapter to a
more general methodology that may be simpler to implement in practice and still achieve the desired
objectives. It is demonstrated precisely how global uncertainty in a domain of spatially correlated
variables is controlled by the number of effectively independent data, and how this is related to the
model of spatial correlation inferred from, or assumed for the deposit. It is shown that the degree of
uncertainty is inversely proportion to an index of global conditioning, which is simply the ratio of the
number of independent data to the maximum number of independent data possible for the domain.
These simple concepts suggest a general and more straightforward workflow than full geostatistical
resampling. The proposed abridged workflow is described in the next report Chapter.
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5 Spatial Monte Carlo Resampling
This chapter describes an abridgement of the full geostatistical methodology (Chapter 3) which may in
many cases be a suitable approximation for transferring the uncertain averages of spatially correlated
data to total resource uncertainty.
The general objective of quantifying uncertainty in total resource volume or mass involves the product
of a number of global averages. For example,
̅

∏

̅ …………………..………………..……….. (1)

In a mineral resource context, the total ore or waste mass is computed by an analogous equation where
̅ corresponds to the gross rock volume of the proposed mineable limits, defining the domain, ; ̅ is
the specific gravity of the ore or waste material; and ̅ is the grade. The distribution of each average
quantity, ̅ is approximately normally-distributed except possibly for cases of very few data (e.g., less
than 10), and the product of the random variables in Eq. 1 tends to a lognormal distribution.
As made evident from Eq. 1 a critical component to achieving meaningful results from the full
geostatistical resampling workflow -- when a principal objective is global uncertainty – is estimating the
variance of the global averages. The uncertainty in the global averages is a function of the data
configuration, including the number and distance between the samples, the spatial covariance or
variogram model, the domain extents, and the variance of the sample data. This was discussed in the
preceding chapter. A useful conclusion to draw from all the above is that an approximation to the
results achieved from full geostatistical resampling should be feasible once the components of the
problem listed in these introductory remarks have been specified.

5.1 A spatial Monte Carlo resampling procedure
A general workflow for approximating the results of a full geostatistical resampling procedure (Chapter
3) may be carried out as follows:






Standardize the input variables, to have a unit variance to simplify the interpretation of the
average covariances
Compute ( ), or more commonly the variogram ( ) from the standardized data if possible.
Otherwise, assume a model which will be considered uncertain and refined as data are
collected.
Define one or more discretized domains , within which the properties are reasonably assumed
to be from a single underlying population.
Define a number of sampling scenarios, for example, a series of regular drillhole locations
spaced at 1000m, 800m, 600m, …, and so on (e.g., Chapter 3 Figs. 5,6).
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Compute ̅ (( ) ( )) between the sample locations for each attribute. This is a fully three
dimensional computation including all of the data down the boreholes. This gives the number of
independent data
for each spatial attribute (Chapter 4; Eq. 8).
̅ (( ) ( )) is a measure of the variance in the global average of the sampled attribute
(Chapter 4; Eq.7) and is plotted against the number of independent sample locations
̅ ((

)(

))

(Fig. 1)

Figure 1: Uncertainty in the global average of attribute
, or alternatively, the standardized average
covariance between the data locations ̅(( ) ( )) plotted as a function of the number of independent
sample locations or the number of drillholes.

A plot such as Fig. 1 suggests an effective maximum number of independent samples as it flattens
toward an asymptote of the minimum variance in the average. For this example, a useful definition of
from Fig. 1 is between 100 - 150 drill holes, each with a string of vertical sampling locations
whose cumulative number is represented on the upper label of the x-axis. Fig. 2 shows an analogous
type of plot with a normalized x-axis showing a global conditioning index (GCI) from (Chapter 4; Eq. 9).
One such plot may be generated for each attribute used in the resource calculation (Eq. 1). Maximum
global conditioning is not a practical objective, it is a limit to be used as a reference point. A practical
maximum number of drillholes to achieve a high enough level of precision would likely be chosen at
between 30 and 50. This may correspond to a relatively low global conditioning index (Fig. 2). But in
order to increase global precision appreciably, an impractically large number of drillholes may be
required. And after all, the sensitivity of the result to the uncertain covariance model ( ) is an
important issue to consider. A number of scenarios should be run using a range of models appropriately
representing the degree of information available to specify the covariance model.
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Figure 2: Average data covariance and the variance in the mean as a function of the number of independent
sample locations.

A general abridged workflow for computing global uncertainty as a function of data spacing scenario is
summarized in Fig. 3

Figure 3: Average data covariance (and the variance in the mean) as a function of the number of independent
sample locations.

Assuming a normal distribution for the averages and a correlation matrix to account for any
correlations between the average properties, a Monte Carlo simulation of Eq. 1 to yield an estimate of
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the uncertainty in the total resource is a useful approximation to the result that would be obtained from
a full sampling of multivariate geostatistical realizations of the deposit.

5.2 Comparison of Spatial Monte Carlo with full geostatistical resampling
benchmark
We consider the comparison between the results for the Pond-type deposit from the full geostatistical
resampling approach (Chapter 3) and the results applying the spatial Monte Carlo sampling to the same
dataset (Fig. 4).

Figure 4: Comparison between the results for the Pond-type deposit from the full geostatistical resampling
approach (Chapter 3) and the results applying the spatial Monte Carldo sampling to the same dataset

Recall that for each data spacing scenario (Chapter 4; Fig. 5), pairs of converging curves on Fig. 4 are
probability intervals summarizing the uncertainty in total fines mass. The intervals are expressed in
terms of an absolute deviation from the mean of each group of realizations. The uncertainty in the
average of the fines, solids, and pond bottom were evaluated given the available synthetic data from
each resampling scenario. Recall that the red curve on each of the plots of Fig. 4 represents the
probability for any given model-based estimate to be within 5% of the mean of a large number of
realizations that are equally probable for that data configuration.
Much of the important information relevant to the question of how the number of sampling locations
impacts the global uncertainty in fines mass is captured by the spatial Monte Carlo sampling. For
example, the probability to be within 5% of the mean of the realizations is approximately the same for
both results plots in the important range of between 10 and 30 sampling locations. The diminishing
returns of considering more sampling locations past 30 boreholes are also apparent from both sets of
results. Considering a target precision of estimating within 5% of the mean 80% of the time, an optimal
data spacing resulting in 30 to 40 boreholes is suggested using either analysis method.
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The additional detail in the curves from the full geostatistical resampling (Fig. 4) may not be important
for the decision support. These are real effects, due mainly to local conditioning. This is the effects on
the local estimates and simulated properties arising from the interaction between the data as they are
moved closer together. However the reduction in global uncertainty due to local conditioning is a
secondary effect, which although useful to quantify, may be left out of a global uncertainty analysis for
adequate results. Other aspects that were left out of the spatial Monte Carlo sampling experiment
shown in Fig. 4 include the subdivision of the model between pond and solids regions, vertical trend in
fines and solids within the pond, and volumetric uncertainty of the pond. The volumetric uncertainty
could not have been omitted if the entire domain volume was treated as uncertain. But even in the full
geostatistical resampling of the Pond-type deposit, the gross domain as defined between original grade
and the ground surface was fixed. So the volumetric uncertainty of the pond region within the model
was a secondary influence on the results. It is possible to refine the Monte Carlo sampling workflow to
include more realistic complexities of the deposit such as separate domains, and this is the general
recommendation. For this exercise, we arguably oversimplified the analysis, yet reasonable results were
obtained.
The aspect of volumetric uncertainty complicates any of the workflows selected. One way to include it
in the Monte Carlo sampling is described next.

5.3 Including gross volumetric uncertainty in Monte Carlo sampling
A discussion on modeling volumetric uncertainty from borehole information was included in Chapter 3.
The uncertainty in the mean residual thickness (Chapter 3; Eq. 2) represents a relative spatial
uncertainty in the volume. It is necessary to translate this relative residual uncertainty to the
uncertainty in the average volume of a specific, irregularly shaped domain. A table can be assembled
from simple numerical calculations on a discretized grid relating of the volumetric change due to
expanding a volume between a minimum and maximum average residual thickness. A routine for
sampling the volume in terms of a mean shift of one or more bounding surfaces was implemented for
the pond region in the Pond-type deposit. The tabulated function relating the shift in the mean
thickness to that specific volumetric form is shown in (Fig. 5) and fit by a quadratic function. In general
the function will be a simple low-order polynomial for most irregular geological volumes.
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Figure 5: Tabulated function relating mean bulk shift of bounding surface (e.g., pond bottom) with the
volume of the domain (e.g., the pond).

5.4 Variogram uncertainty and demonstration on the Cell-type dataset
An important concern when applying any of the proposed resampling methodologies is the uncertainty
on the variogram model used to characterize the spatial correlation of the individual attributes – fines,
solids, thickness, etc. – used in the global fines mass computations. Variograms are computed from the
data, and like any other summary statistic they require a sufficient number of samples to give stable and
representative results. Because the data are paired, then averaged over pairs (Chapter 3; Eq. 1) quite a
large number of samples are needed for stable variogram results. This situation is usually not fulfilled in
the horizontal direction. So in practice some key components of the variogram model, such as the
horizontal ranges of correlation, will remain uncertain, and require the analyst to consider a few
scenarios. For example, a practical approach is to define or assume a base case variogram model based
on available sample data from the deposit, or an analog deposit, then consider a minimum spatial
correlation case, and a maximum spatial correlation case. The analysis described in this chapter can be
conducted once for each of the two (min and max), or three (min,max, and base) cases. Sicne the
spatial Monte Carlo resampling methodology is not very time consuming, running a number of
meaningful spatial correlation scenarios is feasible. By meaningful, we mean to say that the scenarios
are well enough constrained to plausible variogram models and parameters for the deposit under
consideration that the spread in the results will provide useful information.
The Cell-type dataset, because of its two-dimensional nature and sparse sampling has considerable
variogram uncertainty. One of the cell systems with the real sample data locations is shown in (Fig. 6).
For demonstration purposes we considered the entire system to be a contiguous domain, rather than
consider each individual cell. A short range case scenario considered a spherical variogram model with a
horizontal range of spatial correlation of 150 m. A long range scenario extended the range of
correlation to 400 m. These seemed reasonable from the available data and the extents of the domain,
but are quite subjective given the instability of the experimental points (Fig. 7). Care must be taken in
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selecting these ranges for actual analyses, for example, by spending some time to find analogue
information to justify the ranges used.

Figure 6: One system of the Cell-Type dataset with actual sample configuration shown

Figure 7: Poorly informative experimental variogram points and two models, one long and one short range
used in the spatial Monte Carlo resampling analysis for the Cell-type dataset

Defining a number of data spacing scenarios, some of which are shown in (Fig. 8), the resampling
procedure (Fig. 3) is carried out once for each variogram model. The results are shown in Fig. 9.
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Figure 8: Some of the data spacing configurations considered in the resampling experiment for the cell type
dataset

Figure 9: Resampling results for Cell-type dataset considering a short range and long range correlation
structure for the deposited fines

Recalling the principles discussed in Chapter 1, the samples are more redundant in a case of higher
range of spatial correlation. In Fig. 9 it we see that increasing the number of sample locations has a
lower overall impact on reducing uncertainty when the range of spatial correlation is higher.
The cell-type deposit is not a highly heterogeneous tailings deposit like the pit-type or pond-type
deposits. The overall fines concentration of the samples is consistently high (Chapter 2; Fig. 17). As a
result of reduced total variability, or variance in the sampled fines histogram, the precision of the
estimated fines mass is quite high even for a very modest number of sampling locations (Fig. 9). The
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results on Fig. 9 suggest that there is little impact on uncertainty reduction, or gains in precision past
approximately 15 sampling locations. The smaller overall number of boreholes needed in the cell-type
deposit, regardless of the spatial correlation, is a function of the lower variability between sampled fines
fractions over the deposit.

5.5 Limitations
A Monte Carlo sampling of Eq. 1 for a summary of global uncertainty is useful as a screening analysis to
determine at which point increasing the sampling data density will start to result in diminishing returns
in gains in precision. Such an abridged analysis does not help beyond that objective, and should be
considered carefully, since many of the important interactions and features of the multivariate
numerical models (Chapter 3) are not captured. Spatial trends, such as the strong depth trend in fines
and solids in mature fluid tailings, nonlinear correlations between variables, and the effects of local data
conditioning are not captured in a global Monte Carlo uncertainty analysis.
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6 Discussion and Conclusions
Tailings management is important. There is a strong collective interest that tailings streams are treated
and resulting fines properly managed and accounted for by appropriate measurement and reporting
methodologies. AER Directive 074 applies to mineable oil sands operations and specifies how operators
are to assess and report their tailings performance. This report is not aimed at reducing fluid tailings,
managing dedicated disposal areas (DDAs), submitting reports to AER, writing required quarterly or
annual status reports, planning individual DDAs, compliance or enforcement. This report is aimed at
understanding the inherent uncertainty in a reported volume (or mass) of tailings given some collected
data. Clearly, more data provides less uncertainty. Enough data should be collected to provide a
reasonable confidence in any volume (or mass) reported to AER.
Directive 074 does not say anything specific about “enough data” or “reasonable confidence”. They do
say, however, that the operators must “demonstrate to the satisfaction” and that reports must include
“any other information” that they require. In principle, all would agree that too few data is
unacceptable – the reported volume (or mass) may be misrepresented and improper management and
control may be taking place. In principle, all would agree that too many data is unreasonable – there
would be an inordinate cost in terms of monetary value, allocation of resources and safety for no
substantive gain in information for responsible management and stewardship. Finally, in principle, all
would agree to err on the side of caution to ensure responsible tailings management.
A geostatistical study was conducted to quantify uncertainty in tailings fines mass as a function of data
spacing. The study called for a geostatistical approach because virtually all natural and most engineered
deposits of earth materials are comprised of spatially correlated rock and/or soil properties.
The primary question identified at the outset by the project stakeholders was: How does a decision on
sampling spacing impact the uncertainty of estimated total fines mass in a tailings deposit?
In order to address the primary question three data sets representing three different deposit types were
used in the study. This led to an additional equally-important question: Is the required approach for
answering Question (1) deposit-specific? Can the results of a geostatistical resampling study conducted
on specific data sets be generalized?
An intensive modeling and resampling workflow was devised and implemented to address the primary
question and yielded excellent results (Chapter 3). The results were presented in condensed summary
figures that are rich in content, but with a simple and easy to read template (Chapter 3; Figs 8,9). A
generalization of the template is repeated below with some key interpretive elements illustrated (Fig.
1).

A summary list of conclusions and recommendations is:
• A geostatistical methodology is required for quantifying uncertainty in the presence of
spatial correlation.
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• Spatial correlation between samples of tailings fines is expected in all deposits, but is not the
same in all deposit types.
• A minimum amount of data will always be required to know what we don’t know and to
know how much data is required.
• Enough data should be collected to provide a reasonable confidence in mass reported.
• There is a point of diminishing returns where additional data are not worth their cost.
• There are no clear guidelines in Directive 074 or elsewhere regarding the probabilistic
criteria that would be acceptable. The ability for an operator to make a statement such as
“sufficient data shall be collected to demonstrate that the true mass of fines will be within
10% of reported with 80% or more probability” must suffice.
• The decision support tools described in this report are practical, with easy-to- interpret
summaries.
• In no circumstances can the workflows be fully automated and applied in a black-box
approach. Operators may need to invest in some training and development.

Figure 1: Template of results summary with key interpretive annotations.

The explanation of the details of Fig. 1 was covered in the introductory chapter of this report. The
interpretative elements annotated on Fig. 1 are discussed here. There is clearly a minimum number of
data that are needed to begin to resolve anything about a deposit. This is the starting point on Fig. 1,
and represents a meaningful maximum degree of uncertainty. Under no practical circumstances would
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this be considered enough data to report about the deposit. At some point the rapid reduction in
uncertainty begins to taper off, and near this point is a practical suggestion for a minimum acceptable
number of data. Some may consider plotting the derivative of the red curve describing the expected
precision of the estimates and determining the value of collecting more data in a more quantitative
manner. A simpler approach may be to define a target level of precision that is considered acceptable.
In any case, it is possible to have meaningful discussions on data collection using a decision support tool
summarized in a plot like Fig. 1.
As the primary objective of the COSIA fines uncertainty study is to quantify global fines uncertainty, or
the total composite uncertainty in fines mass as described by a single cumulative number, it is feasible
to reduce the demands on geostatistical resampling analysis. The abridged workflow described in
Chapter 5 reduces the professional demands of a full geostatistical modeling approach (Chapter 3) to a
spatial Monte Carlo resampling procedure (Chapter 5), based on the principles of uncertainty in
averages in spatially correlated domains (Chapter 4). The approximate results obtained from this
abridged workflow cannot capture complexities related to local conditioning and nested scales of
heterogeneity within the deposit. Such details can only be resolved by a full geostatistical resampling
study (Chapter 3). Nonetheless, the results of an abridged global Monte Carlo analysis may be adequate
for reporting on global fines mass in engineered tailings deposits.

6.1 Limitations and Future Work
There are no clear guidelines in Directive 074 or elsewhere regarding the probabilistic criteria that would
be acceptable. A clear statement such as “sufficient data shall be collected to demonstrate that the true
mass of fines will be within 10% of reported with 90% or more probability” would simplify the
geostatistical analysis. Compliance with such a clear statement would still require a minimum number
of data to understand the (geo)statistical character of the disposal area. Our proposed approach is
pragmatic and provides an understanding of the uncertainty in reported numbers, but absolute
compliance eludes analysis.
The minimum data required to assess a suitable number of data remains somewhat ambiguous. It
seems that the suitable number required is significantly larger than the minimum and this will not be a
practical problem. A more significant challenge is that some data are required before the suitable
number of data can be determined. There are general learnings from one year to the next and between
similar disposal areas, but the final number of data needed for a new area can only be determined with
some minimum number of data. Some rapid data analysis may be required if the data collection is done
in a compressed timeframe.
The focus of this report is on global uncertainty in a tonnage of material. This is reasonable, but there
will be circumstances where local precision may be required. There may also be circumstances where
different data types of varying precision could be used. There may be data from prior years. There may
be observational data that are not specific data points. A more complex workflow would be required to
account for these varying data sources.
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Uncertainty is always assessed under specific model assumptions. The results will be questionable if
inappropriate model assumptions are made or the results of one site are applied to another without
consideration of the new site specific conditions.
The calculations required to provide decision support information (the proposed uncertainty chart) are
not particularly complex, but different software and professional input is required. It cannot be entirely
automatic or black boxed. Operators may need to invest in some training and development.
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Appendix  Software and scripts
Software from the geostatistical software library (GSLIB) and Centre for Computational Geostatistics
(CCG) was used together with scripts written in Bash and Python for carrying out the workflows
described in this report. This appendix describes the key software and scripting tools used for the
workflows.

Geostatistics software
Geostatistics software used for the workflow includes programs from GSLIB and software developed at
CCG. These programs are fast, flexible and scriptable. The operation of these programs is described in
the GSLIB book but summarized here. Each program is called with a text parameter file which defines all
parameters necessary for the geostatistical algorithm. An example of a parameter file is shown in Figure
1; this parameter file is for the program covabar which calculates average covariances.

Figure 1. Example parameter file for the program covabar which calculates the average covariance between
the data and itself, the data and the domain and the domain and itself.

These programs are run from a command line, frequently the linux emulator Cygwin, and write the
results of the algorithm to an output text file. Summaries are written to the console application. The grid
definition for these programs uses a stacked grid where the X coordinate (easting) cycles fastest, then Y
(northing) followed by Z (elevation). A schematic of the grid definition is shown in Figure 2.

Appendix-1

Figure 2. Schematic of grid definition used in GSLIB and CCG software.

The primary geostatistical software used in this study includes:
















checkmod – checks the data values against estimated or simulated values
covabar – calculates average covariances for data and an arbitrary gridded domain
declus – cell declustering
despike – despiking program used prior to normal score transformation
gamv – variogram calculation
gridsamp – arbitrary density sampling program for synthesizing data sets
histplt and histsmth – histogram visualization and smoothing
kt3d – general purpose kriging
mergemod – merges multiple geostatistical models of different domains together
nscore and nscore_b – normal score transformation and back transformation
pixelplt – grid visualization
sgsim – sequential Gaussian simulation
stepcon and stepcon_b – stepwise conditional transform and back transformation
trans_trend – transforms simulation results to respect a trend and data histogram
vmodel and vargplot – variogram modeling and plotting

As each of these programs are used from the command line, the workflows are amenable to scripting
for stitching the workflows together. Scripting the programs together makes extended workflows
possible and allows the testing of many scenarios that would not be possible if each program was run
manually. It also increases the auditability of results by exactly documenting the workflow followed for
each program.
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Scripting software
Both Bash and Python were used for stitching the workflows together. Bash, the standard Unix scripting
language, was used to call geostatistical programs in series for a number of the workflows. This replaces
using the command line to call each program individually greatly speeding up the workflows.
Python 3.3, including the scientific python libraries numpy, scipy, matplotlib and pandas (all available
with the WinPython distribution of python) was used for complicated workflows with numerous loops
and transformations. In addition to these libraries, pygslib, a custom python module which is included in
the supplied software was used to interact with the geostatistics programs and plot the output of these
programs.
The layout of the scripts is to have any constants, for example the number of realizations and grid
definition, at the top of the script. The body of the script runs the geostatistical algorithms and plots the
results. The end of the script cleans up deleting intermediate and temporary files if flagged to do so. All
parameter files generated by the script are kept so that parameters used for the analysis can be
inspected.
Basic calculations, such as the calculation of density and fines mass given the fines and solids content
are functions in the python script. These calculations can be done in Excel, but with the very large
number of scenarios that were tested automating the calculation steps was necessary.
Much of the data preparation was also completed using small python scripts. The GSLIB and CCG
programs require data in the Geo-EAS format, a text format similar to CSV (comma separated values).
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1. Introduction
This software manual and workflow guide is designed for operating members of the COSIA alliance and
intended for use by technical professionals involved in numerical modeling of tailings deposits. It is
described as a software manual since it explains in detail how to install and run geostatistical modeling
software produced by the Centre for Computational Geostatistics (CCG). It is a workflow guide in that
the core of this document describes and steps though a typical workflow for modeling a pond-type
Tailings Facility (ETF). The running example used for explanation and illustration is the model
constructed for the pond-type ETF results that was documented in the May 2014 report entitled: A
Geostatistical Study to Quantify Uncertainty in Tailings Fines Content as a Function of Data Spacing. That
report will simply be cited within the text of this manual as “the report”.
This manual will enable a trained professional geologist or engineer to work through the steps for
constructing a three-dimensional geostatistical model of a tailings deposit using state of the art
modeling software. Part of the training that said professional is expected to have includes a course in
the fundamentals of geostatistical modeling or equivalent professional experience. This manual is not
intended as a teaching resource for geostatistical principles, concepts, and algorithms. The workflow
elements described in the core section of this manual are, by design, specific to a data set and real pond
type ETF model.
Each deposit will require consideration of which steps to omit or modify to suit the specifics of that data
set and deposit configuration. This is an important point. There is no single recipe for modeling all
deposits. However, the components requiring consideration for designing a specific workflow for a
deposit are more or less common to all deposits. In an attempt to mesh these somewhat contrasting
characteristics of working a specific problem and generalizing sufficiently for application to other
deposits, each step of the workflow in Section 4 has general descriptions and key elements included to
explain the purpose of that step in a general context. The formatted data used in the example, as well
as the parameter files for each program and the results of running the program correctly are included in
the example directory.
2. Model components
The components to a geostatistical tailings model are fundamentally:
1. The (model) domain(s) defined by the real coordinate space, ℝ𝑛 , of dimension, 𝑛 and
discretized into a vector of locations {𝐮𝑖 }, 𝑖 = 1, … , 𝑁
2. The set of variables {𝑧𝑘 (𝐮), 𝑘 = 1, … , 𝑚} representing the properties of the model that are
relevant to the response variables of interest, and defined at the largest scale, or lowest
resolution permissible for the accurate quantification of those responses. The variables 𝑧𝑘 (𝐮)
are defined for all locations {𝐮𝑖 }, 𝑖 = 1, … , 𝑁 in ℝ𝑛 and are measured at a subset of locations
{𝐮𝛼 }, or exhaustively . Variables that are sampled exhaustively represent secondary
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information that may be used as a covariate for one or more primary variables. An example is
the use of an elevation variable as a covariate for fines fraction to describe a vertical trend
through the deposit.
3. The parameters of the relevant global statistical model parameterizing the multivariate
geostatistical parameter fields, including:
 The sample covariance matrix 𝐒 with elements 𝑠𝑖𝑗 , or alternatively the correlation
matrix 𝐑 with elements 𝑟𝑖𝑗 , 𝑖 = 1, … , 𝑘; 𝑗 = 1, … , 𝑘. This contains the correlations
between the variables. This may often include only the correlations between solids and
fines fraction, but could include more variables.
 The covariance functions 𝐶𝑧𝑘 (𝐡) for each of the 𝑘 variables, or in practice, the
corresponding variogram models 𝛾𝑧𝑘 (𝐡) = 𝐶𝑧𝑘 (0) − 𝐶𝑧𝑘 (𝐡), where 𝐡 denotes an offset
lag vector
 The cumulative distribution functions 𝐹𝑧𝑘 (𝑧𝑘 ), and their summary means 𝜇𝑧𝑘 and
variances 𝜎𝑧2𝑘
4. The response variables representing the calculation result for the assessment. The response
function in this case is an aggregated quantity, 𝑄 representing total fines mass and of the form
𝑄 = ∫ ∏ 𝑧𝑘 (𝐮) 𝑑𝐮
ℝ𝑛

𝑘

where 𝐮 is a volume element (e.g., a model cell) centered at location 𝐮 and defined over the
same dimensions as the model domain ℝ𝑛
The response function involves a product and is therefore a nonlinear function of the parameters.
However the discretized response function is dominated by the summation over the domain and the
nonlinearity is generally weak. The nonlinearity of the function would be stronger if there were a cutoff
considered for one or more of the input variables (e.g., fines fraction less than 0.05 not included in the
computation of total fines mass). In the case of linear or weakly nonlinear functions involving a product
and summation for an aggregated total mass or volume the dominant model uncertainty (component 3
above) is the uncertainty in the mean of each input parameter. As such, the worked example in this
manual considers only the uncertainty in the mean of solids and fines as a practical simplification.
2.1 Basic Data types, preparation, and scale/resolution considerations
The definition of the tailings deposit model domain is based on exhaustive survey data defining original
grade of the excavation and engineered berms. The pond subdomain filled with fluid tailings is defined
additionally by scattered pond bottom measurements and a polyline tracing the intersection between
original grade/berms and the free water surface. Subdomain(s) of solid tailings below the pond surface
is defined from the previous components. Beaches may be separated as subdomains based on polylines
and excluded from calculations if desired.
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Exhaustive survey elevation grids should be formatted as a column-based file with each line
representing the elevation at a single X,Y location vector. The order of the values is such that the X grid
locations cycle first, followed by the Y grid values. A gslib style header should be included at the top of
the file. The format of this header is described in Section 3. An example is shown in Figure 2.1.

Figure 2.1 Example of first portion of a formatted file for a surface
Note that the file in Figure 2.1 could also be a single column file with only the elevations since the X and
Y locations would be defined implicitly by the grid definition. Grid definition is described in the Section
3. Scattered elevation or depth measurements would be formatted similarly, but would have to include
the X and Y locations since the sampling is irregular. Not that any file can include any number of
columns if the user would like to carry additional information in the files. All that is required is that the
header specifies the number of columns in the file and that the correct column number for the variables
is indicated in the program parameter files. Parameter files are described in Section 3.
The scattered measurements of fines and solids can include any number of columns with the minimum
being the X,Y, and Z locations and the single processed or selected fines measurement that is considered
the data values for the variable. The data files should be separated such that there is one file for each
subdomain being modeled. That is, there is one file including all of the measurements to use inside the
pond, and a separate file for measurements outside of the pond. The two data files for this example are
found in the example directory in the /data subdirectory.
Fines and solids measurements are typically recorded over a depth interval that tends to be consistent,
but may vary. This is particularly in the fluid tailings column. This implies that there is a possibly
variable sampling volume for the data. Correctly dealing with variable data support is non-trivial and
quite beyond the scope of this manual. In practice, since the sample is reasonably homogeneous over
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the sample interval in the fluid column, it should suffice to consider the sample as a point sample
located at a consistent point in the sampling intervals, such as midway between the top and bottom of
the sampling interval. This would be the data rendering strategy consistent with modeling at a fine
vertical scale, using 1m cells for example. An alternative strategy would be to choose an average
vertical sampling length and model at that resolution. This strategy would be fine as long as the
sampling interval is reasonably consistent and that the pinch out of the model domains could be
accurately represented by the selected vertical cell size. Previous work and the example in this manual
consider the former strategy, where a fine vertical discretization of the model is used, and the data are
considered point samples. This enables a more accurate capture of subtle 3D variations in thickness
realizations of each subdomain.
3. CCG Software and suggested operating environment
This section provides an overview of standard CCG programs for geostatistical analyses and the scripting
environments used to link these programs together in a consistent and auditable manner. Much of the
CCG software is based on the original programs found in GSLIB (the Geostatistical Software Library,
Deutsch and Journel, 1998). These programs have been widely applied for geostatistical analyses on
petroleum, mining and environmental projects around the world. In this section, common aspects of
CCG software will be introduced and the basics of the scripting environments used with these programs.
A brief overview of setting up your computer to run the software and scripts will then be given.
3.1 Aspects common to CCG software
Almost all GSLIB and CCG software use parameter files to specify parameters, such as input and output
file names and information about the model. An example parameter file for the histogram plotting
program histplt is shown in Fig. 3.1. Each line in the parameter file has a parameter followed by a
description of what the parameter is. For example, the first parameter is the data file (red13.dat here).
Parameters are read sequentially, line by line. The spacing of variables after the initial line can be used
to identify what parameters correspond to. For example, the “columns for variable and weight” and
“trimming limits” correspond to the data file. Note that a column parameter set to zero indicates that
this variable is not present.
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Figure 3.1. Example parameter file for the GSLIB program histplt.
Most GSLIB programs will generate a blank parameter file when run if no parameter file name is
supplied and the default parameter file (e.g.,: histplt.par for the program histplt) cannot be
found. If the program does not generate a parameter file, a default parameter file will have been
provided with the executable.

Figure 3.2. Screen capture of console command where “histplt” was run. The user is queried for the
name of a parameter file. If no name is supplied (just hit the enter key), then the program will generate
a blank parameter file (see previous example parameter file) which can be filled in.
For programs that require a data file, the name of the data file, column numbers and trimming limits
must be supplied. Column numbers refer to the column of the variable in the GSLIB data file. An
example GSLIB-formatted data file is shown below. This file format is similar to comma separated
variable formats. GSLIB programs use the GeoEAS format where the lines are arranged so that the first
line is the title of the data file (Fig. 3.3) and the second indicates the number of variables (the number of
columns: 9 here) in the data file. For every variable in the data file, the variable name is then indicated.
The variables here are Hole ID, Northing, and so on. The data follows the list of variable names in the
same order as the variable names. For example, the first thickness data value in this file (column 4) is
3.8463. Data entries can be space, comma, or tab delimited.
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Figure 3.3. Example GSLIB style data file. The first line is the title of the data file. The second line is the
number of columns contained in the file. Then, the label for each column follows on a separate line.
Finally the data is arranged as either space delimited or comma delimited values.
Trimming limits specify what values are to be excluded from computations. Entries less than the lower
trimming limit are not used in the analysis. Likewise values higher than the upper trimming limit are not
used. This is important to account for missing data values (often indicated with a negative value, such as
-999 in the data file since most of the variables modeled are positive). Blanks are not understood as
missing data, some numerical value must be present for every expected entry. Note that only numeric
values can be included in GSLIB style data files. Alphanumerics, such as a drill hole identity which may be
DH12-4 would need to be converted to a numeric value such as 124 for the GSLIB programs.
Many GSLIB and CCG programs use gridded files for a regular X,Y,Z grid. A grid is specified as the number
of cells in each direction, cell size and cell origin. Each of the grid parameters for X,Y,Z are specified in
the same manner. The grid specification is specified in parameter files as:

Figure 3.4. Example GSLIB grid definition.
The first parameter, n(x,y,z), is the number of grid cells along that direction. The second parameter,
(x,y,z)mn, is the node center location for the first grid cell (not the edge of the cell) along that direction.
The third parameter, (x,y,z)siz, is the width of the cell along that direction. This specification is shown:
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Figure 3.5. Grid definition used in GSLIB and CCG programs.
In output GSLIB gridded files, no coordinates are specified, instead data values are organized in a list
where x cycles fastest, then y, then z starting at (i,j,k) = (1,1,1). There is a GSLIB utility program
addcoord to add the x,y,z coordinates specifying the data cell center locations to a gridded output file.
Directions in GSLIB programs are specified by an azimuth (i.e. degrees rotated clockwise from North if x
is Easting and y is Northing) and dip (i.e., degrees rotated down along the azimuth if z is elevation). For
3D objects, a plunge angle can also be specified. These rotations are shown in the following figure
reprinted from the GSLIB book.
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Figure 3.6. Rotation angles used in GSLIB, reprinted from Deutsch and Journel, 1998.
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3.2 Scripting to link programs together in workflows
Scripting the workflows together is necessary both to manage to the very large amount of manual work
that would be required if the programs were run individually for all scenarios in a large experiment, and
to establish an auditable trail. A scripted workflow can be run again on a different computer to produce
the same results, and the workflow can be checked and used by other practitioners. In addition, small
changes to the data, such as the introduction of new collected data, which do not substantially change
the workflow are easily made and the workflow run again to generate new uncertainty forecasts.
With this motivation for scripting geostatistics software, both bash (a shell scripting language) and
python (a dynamic programming language) are used. In their most basic form, these scripting languages
create a parameter file with a set of variables, such as the data configuration or global mean, and
execute a CCG program. By combining these with loops, such as over multiple data configurations or
means, thousands of scenarios can be realized to model uncertainty. A very simple bash script is shown
below which creates 3 histograms. There is a detailed guide to bash scripting published on the CCG
knowledge base.

Figure 3.7. Example bash script which generates 3 histograms using the sample data file shown earlier.
Context colouring is used to show script syntax.
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As python is also used in some of the more complicated workflows, a python script which completes the
same task is shown below.

Figure 3.8. Example python script completing the same task as the previous bash script.
Both scripting languages are used to link the many programs together. For more complicated
experiments, such as the design of multiple data collection scenarios, python programs are often used.
For quickly chaining together programs, such as the realization of many global means, bash scripts are
more often used. For more information on bash scripting and commands, consult the accompanying
bash scripting guidebook included with this report which goes through basic and advanced aspects of
bash scripting.
3.3 Computer setup for running CCG software and scripts
The computer setup described here assumes the user is using a recent edition of Microsoft Windows
(Windows 7 or 8/8.1). A number of programs are required to run the complete workflow. These are
detailed here. Links to websites to download the distributions are working as of the time of this report
writing.
A bash scripting environment such as cygwin (https://cygwin.com/install.html) is required. Download
and install cygwin using default settings. Cygwin provides a command line alternative to the Window’s
command prompt which includes the bash scripting language built in. Basic cygwin commands include
(note that capitalization matters, easier to keep everything lowercase):
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ls - lists what files are in the directory
cd – changes the directory, i.e. cd myfoldernospaces or cd “my folder name with spaces”
cd .. – moves up a directory
./histplt – the period followed by a slash indicates to run something (histplt in this case) in the
current directory

A python 3.4 distribution such as Anaconda (http://continuum.io/downloads#py34) which includes the
scientific python libraries is required for the python scripts included. Download and install Anaconda
making sure to opt in to register the installation with your computer and add it to the path, then test
that it works by opening up a command prompt (such as the previously installed cygwin or the
Window’s command line) and typing “python –i". It should display the version and prompt you for input
if it installed correctly and on your system path. This is the interactive (matlab like way to run python).
Type “quit()” to exit. This test is shown in the figure below.

Figure 3.9. Screenshot of command to test that python installation is working. .
An installed version of pygslib which is installed from the files which accompany this report is also
required for the python scripts included. Locate the pygslib zip file, unzip on your computer and navigate
to the appropriate folder using the Windows command prompt. This can be done using “cd” (change
directory) and other commands. Alternatively, from Window’s explorer, press Shift+Menu on the
keyboard, and then click “Open Command Window Here”. Run the command “python setup.py install”
to install pygslib. A large amount of information will display telling you that pygslib is being installed in
to your python distribution if this has been done correctly. You can then delete the extracted pygslib
folder; everything you need is in your python distribution. You can test it by once again opening up an
interactive command prompt for python “python –i" in the command line and typing “import pygslib”. If
no error message is reported then pygslib is installed.

Figure 3.10. Command run to install pygslib, and a portion of the output generated on installation.
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GSLIB and CCG executables are required to run the workflow. Copy all the executable files (.exe) which
accompany this report to the cygwin bin directory, which is normally located in
“C:\cygwin\usr\local\bin”. This folder location is shown below. Initially this folder is empty after
installation.

Figure 3.11. Location of bin folder to copy GSLIB and CCG executable files to for running from scripts.
Ghostscript (http://www.ghostscript.com/download/gsdnld.html) and GSView
(http://pages.cs.wisc.edu/~ghost/gsview/) are recommended to view postscript figures, although a
recent version of Adobe acrobat may be used instead. Download and install ghostscript, then GSView.
These are used to translate the generated postscript files (.ps) to images as shown below.

Figure 3.11. Postscript file generated by GSLIB program on the left, and the rendered version with
GSView on the right.
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The remainder of this document will consider the specific parameter files for the programs used in the
geostatistical modeling workflows and what to consider when entering the parameters when referring
to a specific program. The bash/python scripting will not be covered beyond the general comments in
this software section. The pond ETF example will be used throughout this document. The python
scripts to run the complete pond example will be included with the document, but not discussed
further. A complete list of programs used and a reference to their application in the workflow (Figure
4.1; Appendix B) is included as Appendix( A).
4. Geostatistical Modeling Workflow
This section is the core of the manual in that it covers in a step-by-step way the construction of a
geostatistical (i.e., stochastic) deposit model. By practical necessity it is written with the expectation
that the user will do additional reading on details of geostatistical theory and algorithms. The individual
CCG programs used for the running example are covered with emphasis on choosing parameters and
checking results. There is no requirement to use the CCG programs, but the manual describes the
workflows in terms of CCG software. Any other respectable geostatistical software package could be
used, in which case the user should still follow the steps and select program parameters as described
herein. The entire workflow is illustrated by a series of flowcharts (Fig. 4.1; Appendix B) to help follow
the text describing the steps. The box number of the workflow (Fig. 4.1; Appendix B) is referenced in the
introductory sentences, or other appropriate locations within the text of each step below. Figure 4.1 is
presented as an Appendix due to the multiple parts to the workflow process chart.
4.1 4.1 Exploratory Data Analysis (EDA): histograms, scatterplots, sample maps, smooth trends
The basic data types involved in building a geostatistical deposit model to quantify fines mass are: fines
fraction, solids fraction, and key surface grids or measurements of important and uncertain surfaces
(e.g., pond bottom). Frequency histograms of the samples for each variable must be established and
considered as a representative sample describing the entire (unsampled) population of the variable
within the deposit (Box 1; Figure 4.1; Appendix B). In some cases this requires declustering and
debiasing operations which are not covered here. A large enough number of samples (e.g., 20-30
sampling locations) distributed approximately evenly over the deposit tends to be a sufficient sampling
such that the frequency histogram could be reasonably considered representative of the underlying
deposit. The frequency histograms of each variable are uncertain. This is accounted for by considering
the uncertainty in the mean of each variable only in this workflow, which is sufficient for computing the
uncertainty in a product equation for total fines mass. In cases where a deposit model is being
constructed on a new facility and there are few data, then it is critical to construct the reference
histograms from analogue data (from other sample sets deemed to be sufficiently similar to the deposit
under consideration) and to recognize that the uncertainty in the sample histogram overwhelms all
other uncertainties. This means that any analysis of data spacing requirements using resampling
techniques will be highly uncertain, and require updating frequently as real data are collected from the
deposit under study. Major changes in the shape(s) of the data histograms can be expected as real data
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are collected, and updates of data spacing requirements will show significant changes from one year to
the next in such cases. The same applies to scatterplots, inter-variable correlations, and variograms.
4.1.1

Histograms

Computing and displaying frequency histograms of the relevant variables that represent the distributed
parameter fields in the deposit model is the first step of EDA (Box 1; Figure 4.1; Appendix B). With a
sufficient number of samples and any necessary declustering and debiasing, the empirical frequency
histogram is taken as the representative global cumulative distribution function (CDF). This target global
CDF will be reproduced by any simulated realization of the property. For example, each 3D realization
of fines in the model will reproduce, on the whole, the sample data histogram. As such, it is important
to ensure that the input histograms are representative in order to mitigate bias in the total calculated
fines and in the subsequent uncertainty assessment over multiple realizations.
To generate a histogram plot use the program histplt (parameter file in Fig. 4.2)

Figure 4.2. Parameter file for generating a histogram plot
Line 5 constitutes the first user entry for the complete path of the data file. Note the usage of ../ to
indicate that the data file resides in a directory that is out one level from where the parameter file is
being read by the program. To execute the example, navigate to the ./example/histplt directory from
the Cygwin terminal window and view and modify the parameter file from (Figure 4.2). Execute the
program histplt from this same location and view the resultant postscript output file
histplt_fines_pond.ps which was named in line 8 of the parameter file.
To generate histogram plots for the remaining variables by domain (i.e., both above and below the pond
bottom) either modify the histplt.par file and rerun the program for each case or execute a bash script
which is designed to modify the parameter file and run the program in a sequence of steps on one call
to that script. An example script is provided in the ./example/histplt directory. Call the script from the
Cygwin terminal by typing bash bash-hist on the command line. The resultant histogram displays for
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fines and solids in both model domains, above and below the pond bottom are shown in Fig. 4.3. The
utility program plotem is called from within the bash script to compile the results onto one page.

Figure 4.3. Histogram displays for fine and solids above and below the pond bottom.
Histogram generation will be required again in surface modeling and in most model checking steps.
4.1.2

Scatterplots

Scatterplots are displays of paired data points at the same location in the deposit space (Box 1; Figure
4.1; Appendix B). They are the bivariate version of empirical histograms. The density of points on the
plot represents the bivariate probability density, with the marginal distributions being the individual
variogram histograms. The primary use of scatterplots is to visualize the relationships between pairs of
variables and to compute a correlation coefficient that may be used in the modeling. To generate a
scatterplot of fines versus solids navigate to the directory ./example/scatplt/ and call the program
scatplt from the Cygwin command line using the supplied default parameter file in the same directory
(Fig. 4.4).
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Figure 4.4. Parameter file for generating a scatter plot
Line 5 constitutes the first user entry and includes the full path of the data file. The axis limits and scale
options are set on lines 9 and 10. Line 6 indicates that the “x” variable is in column 6 of the data file and
the “y” variable is in column 7 of the data file. The output from the displayed parameter file is shown in
Figure 4.5.

Figure 4.5. Scatter plot of solids and fines above the pond bottom
The strong correlation in the fluid tailings above the pond bottom is evident from the scatter plot. A
strong correlation between fines and solids is also observed in the solid tailings portion of the deposit
(Fig. 4.6). This latter plot was generated using the parameter file scatplt_outpond.par in the example
directory. The correlation between fines and solids in the fluid tailings is understood from
hydrodynamics, as well as the expectation of a strong vertical trend expected in the fines and solids
concentration with elevation in the water column. This vertical trend can be checked by plotting fines
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against depth. That plot was generated by using the parameter file scatplt_fines_depth.par in the
example directory. The presence of this trend and the need to preserve the correlation between fines
and solids within the fluid tailings part of the model imposes specific requirements on the selection of a
modeling strategy for these properties. This will be discussed in the section on property modeling.
There is no apparent vertical trend outside of the pond. More details on observed trends and
differences between the two modeling domains are covered in the report.

Figure 4.6. Scatter plot of solids and fines outside of the pond
4.2 Constructing a base case model
This section is laid out in a sequential order of tasks with elaboration as needed. The first time an
operation is encountered, such as variogram calculation and modeling, it is explained in the context of
where the reader is in the example. This creates somewhat of a digression in the workflow explanation,
but serves to illustrate the concepts in general. A minor subheading is placed at the beginning of these
explanatory digressions to let the reader know it is happening, and for indexing when scanning over the
document for reviewing specific explanations after the first reading.
Before beginning any spatial modeling, decide on a grid definition (Box 2; Figure 4.1; Appendix B). In
virtually all cases relevant to this guide it will suffice to define a rectilinear grid in three dimensions using
a Cartesian coordinate system. In all CCG modeling programs the grid definition is defined within the
parameter files as shown in Fig. 4.7

Figure 4.7. Typical grid definition parameter specification
18

nx,ny, and nz are the total number of cells in the x,y, and z directions, respectively of a non-rotated
Cartesian coordinate system. The xmn,ymn, and zmn parameters refer to the actual or model
coordinates of the center of the cell at the origin of the Coordinate system, which is located at the
“lowermost left hand” corner point in the domain since the X direction is oriented along a map azimuth
of 0 degrees north. The xsiz,ysiz, and zsiz parameters specify the size of each grid cell in the respective
coordinate directions. For 2D modeling of surfaces, the parameters on the last line would be set to nz =
1 and some arbitrary vertical cell size in cases where the modeling program requires a 3D grid
specification.
4.2.1

Surface modeling with stochastic residuals in case of uncertain surfaces

The first step in the actual 3D modeling of the deposit is to define the physical volumetric container (Box
3; Figure 4.1; Appendix B). The container for a pond type deposit consists of at least two separate
domains (Fig 4.8). The volumetric container, and any subsets defined as separate domains are defined
in three dimensional space by bounding surfaces. This section of the workflow describes how to model
these surfaces with uncertainty. There are three surfaces to consider in defining the two modeling
domains for this example: The pond surface, the original grade of the excavation (or original ground
surface), and the pond bottom (Fig. 4.9). Only the pond bottom, which is known from sparse samples, is
considered uncertain in its exact spatial configuration. The pond surface is a constant elevation, and the
original grade surface is assumed known from survey information. Although the original grade surface is
interpolated from measurements, we assume that the interpolated surface model was obtained from
exhaustive survey information for this example. Base case surfaces may be generated by any surface
modeling software and so this element is not covered in this manual. Modeling the uncertainty in an
interpolated surface model will be covered here. A base set of surface grids (Box 3.2; Figure 4.1;
Appendix B) are included in the example directory in ./data/base_surfs/ as follows:

Figure 4.8. Pond-type data set sampling location map, dimensions, and domain definition for modeling
(Figure extracted from the report).
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Figure 4.9. Three bounding surfaces to define the two model domains. Only the tan surface representing
the pond bottom will be modeled with uncertainty (Figure extracted from the report).





kb2d_orig_grd_elev.out is an ASCII file constructed by kriging the points in the data file
orig_grd_elev_data.dat. A 2D kriging program was used (kb2d) and the associated parameter
file is included along with the surface data for reference.
pond_free_surface.dat is a constant elevation ASCII surface grid representing the pond free
water surface
pond_bottom_kriging.dat is a base model of the pond bottom that was constructed by
subtracting a realization of the pond thickness from the pond free surface elevation

In addition to the surfaces, there are two polygons included in the surface data directory. Only the
polygon defining the clear water zone (cwz.poly) is used. This polygon defines the boundary of the pond
domain and corresponds to a zero thickness limit for the pond.
Modeling the pond bottom surface is most easily accomplished by modeling the thickness of the MFT
zone between the original grade surface and the pond elevation. Among other reasons this approach
allows better control on the zero-thickness limit of the pond domain. For example, generating a set of
zero-thickness points to use as additional control points to the pond bottom sample points (converted
to thickness data) is possible (Fig. 4.10). In addition, some points with a defined negative thickness were
generated as a hull around the cwz polygon to control the extrapolation of the ultimate pond bottom
surface (Fig. 4.10).
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Figure 4.10. Composite data set of real pond zone thickness computed from pond bottom elevations
(inside the cwz polygon) and synthetic control points on the polygon and just beyond the periphery.
Geostatistical modeling for the pond thickness (or pond bottom) in order to model the uncertainty in
the pond bottom surface requires modeling of a field of stochastic residuals. As with all conventional
geostatistical modeling, it is necessary to consider ways to permit us to model the random field by a
stationary covariance or variogram model. In practice this entails a decomposition of the thickness data
as
𝑅𝑡 (𝐮) = 𝑇(𝐮) − 𝑚 𝑇 (𝐮)

(1)

𝑇(𝐮) is the thickness at a location 𝐮, and 𝑚 𝑇 (𝐮) is the local average thickness interpolated or estimated
smoothly from available information. Both components contribute to the uncertainty model. A
straightforward way to get the low-order trend 𝑚 𝑇 (𝐮) is to smooth an initial thickness model using a
moving window smoother. The steps to follow for this example are as follows:





Convert the pond bottom elevation measurements to thickness measurements (Box 3.2.1;
Figure 4.1a; Appendix B)
Optionally, add zero thickness and negative thickness control points where they are needed and
compile a data file for kriging the base case model of the pond thickness
(pond_thickness_points.dat)
Use an interpolation program to generate a map of the pond thickness (Box 3.2.2; Figure 4.1a;
Appendix B). In this case, a 2D kriging program kb2d was used with the parameter file shown in
Fig. 4.11
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Smooth the thickness field to give a representation of the underlying spatial trend of the pond
thickness 𝑚 𝑇 (𝐮) (Box 3.2.3; Figure 4.1a; Appendix B). The CCG program gridsmooth may be
used for this purpose. The file movavg_pond_thickness_kb2d.out represents this smoothed
version of the pond thickness map and is shown in (Fig. 4.12).

Figure 4.11. Parameter file for generating a 2D kriged thickness grid using the program kb2d.

Figure Fig. 4.12. Smoothed pond thickness map
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Subtract the smoothed pond thickness map value from the actual values of measured pond
thickness (Eq. 1) at the data locations and retain these residual values 𝑅𝑡 (𝐮) as data for the next
step (Box 3.2.4; Figure 4.1a; Appendix B).
Perform some data analysis (EDA) on the pond thickness residuals for a histogram and calculate
and model a variogram (Fig. 4.14) of these residuals (Box 3.2.6; Figure 4.1a; Appendix B). The
histogram of residuals should be centered close to zero (Fig. 4.13).

Figure 4.13. Histogram of pond thickness residuals

Figure 4.14. Experimental variogram and fitted variogram model (black curve) to pond thickness
residuals data
23

4.2.2

Variogram calculation and modeling

Modeling variograms is required for all properties that will be geostatistically simulated. As this is the
first time we encounter the requirement for a variogram, we will cover the programs and parameter
files and some basics for variogram calculation and modeling in the following paragraphs. The general
flowchart for variogram modeling and calculation is represented as a subprocess chart in Figure (4.1b;
Appendix B). Note that the same principles apply to fines and solids variograms.
The first step in any variogram computations if the objective is geostatistical simulation is to transform
the data to normal scores. In practice this simply entails running the program nscore on the data values
for the variable being modeled to transform the data quantiles to matching quantiles from a standard
normal distribution (see Deutsch and Journel, 1998). Variogram computation is done on the normal
scores transformation of the variables.
The main process flow in computing stable experimental variogram parameters is setting the data
search parameters for computing the experimental points at increasing lag distances (Figure 4.1b;
Appendix B). A parameter file for the CCG program gamv is shown in Fig. 4.15. This instance of the
parameter file is located in the example directory in ./data/base_surfs and used for computing the
variogram points in Fig. 4.16.

Figure 4.15. Parameter file for gamv, an experimental variogram calculation program
The experimental variogram 𝛾(𝐡)is an average measure of dissimilarity between all pairs of sample data
separated by a directional lag distance vector, 𝐡:
𝑛

1
2
2𝛾(𝐡) =
∑(𝑍(𝐮) − 𝑍(𝐮 + 𝐡))
𝑛(𝐡)
𝑖=1
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(2)

After specifying the data file, columns with spatial coordinates, and the variable of interest on lines 5-9,
the remainder of the parameter file pertains to the data search parameters. The number of lags on line
10 specifies the number of lag distance intervals 𝐡 to use in the computation of the variogram from the
located pairs of data 𝑛(𝐡) separated by that lag distance in the directions specified. Lines 11 and 12
specify the constant lag separation distance and a tolerance, which is important in the case of
irregularly-spaced data in order to ensure that data within that tolerance are included in the
computation of the average in Eq. 2 for stable results. The number of directions in line 1 refers to the
number of search directions required. For a 1D variogram along wells, there is only one direction. For a
2D horizontal variogram like the one computed in this case for the pond thickness residuals, there is
only one direction needed because we are actually looking in all directions in the horizontal plane. This
is called an omnidirectional (horizontal) variogram. For three dimensional data at least two directions
are needed; an omnidirectional horizontal and a vertical direction. For 2D data, one direction is needed
if there is no preferential direction to the search. Otherwise, in case of horizontal anisotropy, two
directions in the horizontal separated by an azimuth of 90 degrees would be required. In this case of an
omnidirectional horizontal variogram, on line 11 an arbitrary azimuth is defined (0 degrees north) with a
large azimuth angle tolerance and horizontal bandwidth. Fig. 4.16 is a schematic of these various search
parameters. The process flowchart for variogram calculation is depicted in (Figure 4.1b; Appendix B)

Figure 4.16. Schematic of data search parameters for computation of horizontal experimental variogram
The reader is referred to the book GSLIB (Deutsch and Journel, 1998) for details on different types of
variograms (line 17), which is not required for this guide. The next section on modeling fines and solids
properties will revisit variogram calculations.
Modeling a variogram is required in order to specify a valid function describing spatial covariance or
correlation function in all the required directions. A parameter file for generating an analytical
variogram model using the program vmodel is shown in Fig. 4.17.
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Figure 4.17. Parameter file for vmodel, a variogram modeling program.
The number of lags and directions in this case is to control the output of the program for plotting the
modeled points. Variogram modeling in practice consists of fitting one or more nested model
components from a library of licit functions to the points of the experimental variogram. In this example
for the pond thickness residuals we have used a single (integer 1 on line 8) spherical function (integer 1
on line 9) with a total variance contribution of 0.7 (line 9), and the remainder of the variance attributed
to a short scale nugget effect (0.3 on line 8). The total variability or sill for this example is set to 1.0
since this is the approximate global variance of the pond thickness residuals (Fig. 4.18). The angle
directional specifications on line 9 are not relevant for this omnidirectional variogram model. On line 10
the maximum range of spatial correlation is specified as 320m in the horizontal. The vertical range
parameter (10 m) is not relevant for these 2D data. The fit of this model can be verified using the
program vargplt, which produced the plot of Fig. 4.14. The parameter file for vargplt is shown in Fig.
4.18.

Figure 4.18. Parameter file for vargplt, a variogram plotting program (Box 3.2.5; Figure 4.1a).
With the variogram model and data set defined for the pond thickness residuals, it is now possible to
simulate realizations of the residual field representing the stochastic component of the uncertain pond
thickness. To generate a realization of the pond bottom surface, the following steps are taken:


Simulate a realization of the uncertain mean pond thickness residual
26





Simulate a realization of the field (map) of pond thickness residuals subject to the mean
Add the realization of the thickness residual field to the smoothed pond thickness map
Subtract the realization of pond thickness from the pond surface elevation

Spatial resampling for uncertainty in global averages
Chapter 4 of the report discusses calculating uncertainty in global averages. This is important in all
modeling studies where the global response (e.g., the total fines mas over the deposit) is being
quantified. Local uncertainty is expressed as highs and lows over the entire domain, with fluctuations
between realizations dictated by the data spacing and degree of heterogeneity represented in the
variogram models for the various properties. In any single realization local highs and lows tend to cancel
one another out such that the global uncertainty over the whole deposit may be under-represented
when transferred through the fines mass calculation. To avoid this simulation artifact we ensure that
we also capture the uncertainty in the sample histogram of each property modeled. In cases where the
global response function is total resource mass it generally suffices to sample the uncertainty in the
mean of each variable.
Spatial bootstrap resampling (Figure 4.1; Appendix B) is a procedure that samples a spatial data set for
multiple realizations of the data preserving the correlation between the data in order to quantify the
uncertainty in the global statistics. Any statistic can be sampled, and in fact the uncertainty in the mean
can be computed from an analytical expression involving the average covariance (see Chapter 4 of the
report). Since the programs used for modeling in the presence of an uncertain mean require a file of
mean realizations, we will use the CCG Spatial_Bootstrap program to sample the uncertainty in the
mean of the pond thickness residuals and generate an output file for these resampled means. The
parameter file for the Spatial_Bootstrap program is shown in Fig. 4.19.

Figure 4.19. Parameter file for Spatial_Bootstrap
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Spatial Bootstrap generates realizations of the original data assuming the data are globally
representative and that the original sample set is simply a realization of a sampling of the underlying
property. The reference distribution is simply the data file (line 5), although it would be possible to
generate another distribution deemed representative of the underlying spatial property if the original
samples were not sufficient to describe a reasonable histogram. The file with the sample locations is
specified on Line 8, and this will be in all cases the original data file. Saving the individual draws (Lines
10,11) is required only for debugging. The file with the realizations of the average is of interest, and is
specified on Line 12. The number of mean realizations (line 14) should be reasonably large since this is a
computationally inexpensive operation. However, we will only use the number of realizations that will
be generated for the full 3D model, so it is worth checking how stable the results are for the smaller
number of 3D model realizations that will ultimately be used against some large number of mean
realizations. Checking the output is simply a matter of plotting a histogram of the mean realizations
using histplt (Fig. 4.19).

Figure 4.19. Histogram of mean realizations for pond thickness residuals generated by Spatial Bootstrap
resampling.
4.2.3

Geostatistical simulation coupled to realizations of uncertain global averages

Geostatistical simulation amounts to a recursive Bayesian algorithm whereby at each unsampled
location in the deposit, a local distribution of uncertainty is estimated based on the surrounding data
and the variogram model (see Deutsch and Journel, 1998). A random path is defined through the grid
nodes and at each location a value is drawn from the conditional probability distribution of the
attribute. The probability distribution at each location is conditional to the surrounding data, and
previously simulated values, which become part of the data set. Original data locations have effectively
no uncertainty, so those values are reproduced exactly at the sample locations. The sequential
28

procedure is complete when all of the cells in the model grid have had their local probability distribution
estimated, and a value simulated from that distribution. The estimation is carried out by kriging, which
requires the variogram model to define the covariances between the location of the current estimate
and the relevant nearby samples. Only kriging the properties without the geostatistical simulation
would give a smooth interpolated field of local means. Adding the random simulation to the kriged
estimates in a sequential manner ensures that the full variability between all locations is reproduced.
This is very important in order to avoid bias when the models are processed for total or recoverable
resource estimates. The histogram of the data is reproduced, unless another one is specified.
Realizations can be post processed to reproduce a target mean that is different from the sample data.
This is in order to make the realizations honor the uncertainty in the global average as described in the
previous subsection.
A parameter file for simulating realizations of pond residual fields (Box 3.2.7; Figure 4.1a; Appendix B) is
shown in Fig. 4.20.

Figure 4.20. Parameter file for sequential Gaussian simulation (geostatistical simulation) of pond
thickness residuals
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Line 8 specifies a normal scores transformation of the data. This is generally required unless the data
are being transformed and back-transformed in an external routine. We will see this in the next section
on fines and solids modeling. If the transformation is done internally, as in the above example, then the
simulated data on output will be in the original data units and can be used directly. The output
transformation table on line 9 will not be used. The choice to use a reference distribution instead of the
sample data is opted out of on line 10. Based on the histogram of pond thickness residuals we may
select a minimum and maximum simulated value of -6.0 and 6.0 (line 13). The options for tail
extrapolation of a simulated CDF beyond the original sample CDF in lines 14-15 are lengthy to explain
here and not of major importance here, so the reader is referred to Deutsch and Journel, (1998). The
output file with the 2D or 3D simulated property is specified on line 18. The number of realizations is
specified on line 19. Here we are generating a base case realization of a stochastic surface, so a single
realization will suffice. In later workflows where the simulation program is called from a script tying it to
several other programs, the number of realizations may still be specified as 1. The looping of the script
generates the multiple realizations in those cases. The random number seed for the pseudo-random
number generation at the heart of simulation is specified on line 23. The main thing to understand
about this seed is that it references a specific realization. So for the same grid definition (lines 20-22)
and other parameters, a single random number will always produce the same exact realization. The
parameters on lines 24-28 can be left as the default in most cases. The data search radii on line 29
should be at least the size of the variogram range in each relevant direction. The type of kriging on line
32 will be either simple or ordinary kriging for a single variable with no underlying trend field, or
secondary variable. In the case of simulating with a secondary variable (e.g., solids correlated to fines),
option 4 for collocated cokriging may be selected. The variogram model specification starting on line 35
is as described in previous parameter files.
A simulated pond thickness residual field is shown in Fig. 4.21. Note that the simulation is done
everywhere in the domain although only simulated data within the ultimate pond limits will be used.
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Figure 4.21. Simulated pond thickness residual field
In this example we will post process the pond thickness residual field to match the first realization of the
spatial bootstrapped (Box 3.2.8; Figure 4.1a; Appendix B) mean using the program trans_trend (Fig.
4.22).

Figure 4.22. Parameter file for Trans_trend, a program to post process a model realization of a given
property to reproduce a target mean value, usually a realization of an uncertain mean as generated
from a spatial resampling procedure.
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Trans_trend iteratively modifies the simulated values until the target mean is matched closely enough
(Box 3.2.7; Figure 4.1a; Appendix B). There is an option to preserve the conditioning data exactly at the
data locations (Line 15). With this option turned on, the program expects a file with kriging variances
(line 16) which tend toward zero at data locations. The weighting used to modify a single cell of the
model is based on the kriging variances in such a way that where the kriging variance is minimum, the
change is minimal. In other words, at data locations, the weighting scheme does not allow the value to
be changed when modifying the global histogram. We do not discuss the option to honor spatial trends.
In fact, once a trend is established in the model, that trend will generally be maintained through
histogram post processing, so this option is not used. We will see this in the next section on post
processing fines and solids realizations.
The final steps to generating a realization of the pond bottom are:


Add the realization of the thickness residual field to the smoothed pond thickness map (Box
3.2.9; Figure 4.1a; Appendix B)

Adding the final thickness residual map to the smoothed thickness (trend) map is a grid math operation
(i.e., simple arithmetic at each grid cell) which yields the total pond MFT zone as a thickness variable.


Subtract the realization of pond thickness from the pond surface elevation (Box 3.2.10; Figure
4.1a; Appendix B)

Subtracting a thickness map from a constant datum (i.e., the pond water surface) results in a gridded
realization of the pond bottom (Fig. 4.23).

Figure 4.23 Final simulated pond bottom realization in units of elevation
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4.3 Fines and solids modeling, preserving correlations (including trends)
This section explains step by step how to generate a realization of fines fraction in each zone (within the
pond and outside of the pond), followed by a correlated realization of solids fraction in each zone (Box
5; Figure 4.1; and subchart Figure 4.1c; Appendix B). The key details on doing this job correctly are
covered, including transformation of variables to preserve the functional relationship with depth below
the pond surface (Figure 4.24), and the relationships between the variables in each zone (Figures 4.54.6).
4.3.1

Stepwise conditional transformation of fines and fines simulation

As discussed in the previous section, the best way to generate geostatistical realizations of any property
is to work under a normal-scores transformation of the variable to estimate the local distribution of
uncertainty in the values at unsampled locations, followed by a back transformation of the simulated
values to the actual space of the original variable. In case of a spatial trend it makes sense to perform
this transformation subject to a secondary variable representing the spatial coordinates. In this case, we
have to preserve the information on depth below the pond surface when transforming the fines fraction
(Box 5.1; Figure 4.1c; Appendix B). The program stepcon (Fig. 4.25) performs a normal scores transform
of the fines variable subject to the depth below pond surface (Fig. 4.24)

Figure 4.24. Sample data showing trend of decreasing fines concentration with depth below pond
surface.
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Figure 4.25. Parameter file for stepcon used to transform the fines data conditional to their position in
the fluid tailings column.
The input file contains the data to transform (line 1), followed by the column numbers in the file for the
independent and dependent variables (line 3). The reference distribution is usually the data
distribution, but can be specified as a different file (line 11). In this case, it is the data file with some
noise added to the depth coordinate to alleviate some of the binning caused by the stepwise
transformation algorithm. The rest of the parameters can be left as they are in the example above. Of
note, however, is that the independent variable (depth) is left untransformed in this application (line
16). This is a good option when the independent variable is a trend coordinate. The output file (Line 28)
will be used as input for the simulation program when we model fines in 3D. The transformed data are
shown in Fig. 4.26.
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Figure 4.26. Stepwise conditional transformed fines (x-axis) plotted against conditioning trend depth
information (y- axis).
The back transformation is just a reversal of the steps used in the transformation. The program
stepcon_b is used for the back transformation (Fig. 4.27). The inputs for stepcon_b are the two
variables (lines 7-10) in their transformed units — but the trend variable is always left untransformed in
this case — and the transformation table (line 11).

Figure 4.27. Parameter file for stepcon-b used to back transform the fines data conditional to their
position in the fluid tailings column.
The back transform is applied to the simulated fines variable after simulation of the Gaussian transform
of fines. The program sgsim is used to simulate fines in the pond (Box 5.2; Figure 4.1c; Appendix B). The
parameter file is included in the example directory ./fines, as are all of the files used in this example.
The parameter file for sgsim was described earlier (Fig. 4.20) so it is not repeated here. The only thing
to note is that you do not transform the data internally (line 8 is set to 0) because we have already
performed the data transformation. After sgsim is complete, run stepcon_b on the output file from
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sgsim to conditionally back transform the simulated values to a meaningful value of fines fraction (Box
5.3; Figure 4.1c; Appendix B). Using the utility program pixleplt, check that the spatial trend is
reproduced by visual inspection (Fig. 4.28).

Figure 4.28. Cross section of fines simulated value in the pond after back transformation using
stepcon_b.
Finally, in case of honoring an uncertain global mean realization from spatial_bootstrap, run the
program trans_trend as described in the previous section (Box 5.4; Figure 4.1c; Appendix B). The spatial
bootstrap for the uncertain global mean was described in the previous section, so it is not repeated
here. All files for this example including the final trans trend operation and spatial bootstrap are
included in the example directory ./fines and ./fines/fines_boot respectively.
Simulation of fines outside of the pond (Box 5.5; Figure 4.1c; Appendix B) has fewer steps because there
is no need to perform a stepwise conditional transform conditional to a spatial coordinate, as in the
previous step. This is because the sample data do not show a vertical trend outside of the fluid tailings
zone (Fig. 4.29). Recall that all samples outside of the fluid tailings zone are grouped into a single
modeling population and model domain. The parameter file for sgsim to simulate fines outside the
pond, as well as all other relevant files discussed in this example are located in the example directory
./fines/outside_pond/.
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Figure 4.29. Samples below the pond bottom and in solid tailings and TT beach locations (all denoted as
outside the pond) showing absence of any significant vertical trend of % Fines with sampling depth.
4.3.2

Merging property simulations by domain

The strategy for simulating properties by domain (i.e., in and out of the pond) is to simulate the property
(e.g., fines) everywhere in the model and then only retain the portion representing the respective model
domain (Box 5.7; Figure 4.1c; Appendix B). For the previous two fines simulations discussed, we now
need to merge them together such that the fines in the fluid tailings zone, having the histogram, global
mean realization, and spatial continuity representing the fines in the pond domain only exists finally
within the pond domain only. Similarly, the fines outside of the pond is retained only in the region
outside of the pond and finally, that the simulated properties are clipped to remain only within the ETF
limits. All of these post processing steps are done with the files in the example directory
./fines/mergemod_fines/. First run the python script clip-pond.py from the command line in the Cygwin
terminal by typing the command: python clip-pond.py 1. This will generate a file that tells the next
program, mergemod, which cells are inside the pond, which are outside the pond. The python script
needs to read a realization of the pond bottom so that it can generate a flag that indicates a cell of the
model is within the pond domain. The remainder of the cells in the grid definition are assigned as
outside the pond itself. Finally, in order to completely account for the representative volume we need
to clip the cells (outside the pond) which are outside of the ETF limits. Then run the program mergemod
(Fig. 4.30) which uses that file (line 7), the fines realization inside the pond (line 9) and the fines
realization outside the pond (line 11).
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Figure 4.30. Parameter file for mergemod
A program gridclip (Fig. 4.31) is used for this last trimming of the modeled properties (Box 5.8; Figure
4.1c; Appendix B). This program requires as an input a 3D file of flagged cells that are within the ETF and
those that are outside of the ETF (line 8). This indicator file can be generated by any software. For
example, generate a simple Cartesian grid in any commercial modeling software (e.g., MineSight)
according to the grid definition used in all the programs so far (e.g., Fig. 4.7), optionally generate an
absolute model base surface (e.g., original ground surface), and define a region in that grid based on a
maximum top and base and by a polygon file projecting the ETF extents vertically through the grid. All
cells within this boundary definition should be flagged with an indicator (e.g. integer 1, or real 1.0), while
all cells outside of the ultimate boundary definition assigned a distinct flag (e.g., integer 0, or real 0.0).
The program gridclip simply sets to a null value (e.g., -999) the cells that fall outside of the ETF, as
indicated by a threshold value (line 9)

Figure 4.31. Parameter file for gridclip
The final merged result clipped to the areal extents of the ETF are shown in Figure 4.32.

38

Figure 4.32. Final merged and clipped fines realization
4.3.3

Solids simulation

The solids fraction variable is modeled within and outside the pond just as fines in the previous steps
(Figure 4.1d; Appendix B). The histograms, spatial correlation (i.e., variogram models), and correlations
with the fines fraction are modeled within each domain separately, as done previously with the fines.
Observing the correlation structure of the solids and fines inside and outside of the pond domain (Fig.
4.5, 4.6), the correlation is significantly higher within the fluid tailings in the pond. Additionally, the
shape of the bivariate scatter is different between the two domains. Since we are already set up to
perform a stepwise conditional transformation of variables we may do the same for transforming the
solids variable subject to the fines which we have already simulated. The transform tables and sample
data files are set up in the example directory ./solids/stepcon_solids/. The parameter files for the
transformations are as described previously for fines modeling, but in this case the independent variable
defining the conditional transformation of solids is the previously simulated fines variable (Boxes
6.1,6.6; Figure 4.1d; Appendix B). The 3D simulation of solids realizations proceeds as described
previously for fines modeling. Each domain is simulated separately as a conditional Gaussian variable
without internal transformations (Boxes 6.3,6.7; Figure 4.1d; Appendix B). Once again, this is because
we have used a variable transformation methodology that is more involved than a conventional normal
scores transformation. The latter conventional approach is typically done internally in the simulation
algorithm. After completing a simulated realization of fines corresponding to a modeling domain (i.e., in
or out of the pond), the back transformation of the Gaussian realization is accomplished by running
stepcon_b on the simulated results file (Boxes 6.4,6.8; Figure 4.1d; Appendix B). All of these steps were
covered in detail for the fines modeling. The files needed to run an example simulation in each domain
are located in the example directory in ./solids/sgsim_solids_pond/ and ./solids/sgsim_solids_outpond/.
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4.4 Model data extraction and resampling
The base case realization that has been constructed is a representation of the multivariate distribution
of the properties in space. It is multivariate in two senses: the distributions of uncertainty at each
location are linked as joint statistical distributions based on the spatial correlation functions summarized
by the variogram models, and the collocated correlations between the variables involved in the
computations of fines mass are properly reproduced. There is no way other than a geostatistical
approach to generate this multivariate representation properly. With an exhaustive three dimensional
realization of the multivariate distribution, it is reasonable to extract the simulated variables at a set of
locations other than the original data used to construct the model and consider such an extraction an
alternative realization of the data. That is, drilling through the model at any arbitrary set of locations is
a way to generate a realization of the data with the expected characteristics of the real field data. A
resampling methodology to assess the impact of different data spacing scenarios is then apparent from
this interesting fact. Once a base case deposit model has been constructed following an appropriate
implementation of the workflow described above then the resampling workflow shown in Figure 4.33 is
executed.

Figure 4.33: Resampling workflow based on extracting synthetic data sets from a base case model
realization
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The resampling scenarios are defined in terms of the map spacing between sampling locations, or
number of boreholes/unit area. Sampling spacing is interchangeable with a number of sampling
locations through a well behaved function (Fig. 4.34) once the deposit boundary is identified.

Figure 4.34: For a fixed deposit areal limit the number of sampling locations or boreholes is proportional
to1/𝑥 2 , where 𝑥 is the spacing between boreholes
A resampling utility program gridsamp (Fig. 4.35) may be used to extract vertical strings of data from a
specific realization of the deposit. Line 15 specifies the horizontal and vertical spacing between
individual in terms of number of cells. In this case, 54 cells in the x and y directions corresponds to
approximately 700 m spacing between drill locations (Fig. 4.36) and 5 cells in the vertical corresponds to
5m vertical spacing.

Figure 4.35: Parameter file for gridsamp
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Figure 4.36: Locations of resampled data for the example gridsamp parameter file.
The gridsamp program is executed once for each sampling spacing to create one data set for each data
spacing scenario (Fig. 4.37)

Figure 4.37: Location maps depicting multiple resampling scenarios corresponding to selected data
spacings for evaluation
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4.5 Setting up to run multiple realizations in a linked workflow
The previous steps were implemented in a Python script for generating the study results presented in
the report (Appendix A). Different approaches and variations on the specific steps shown in this manual
may be necessary to deal with elements specific to a different deposit, such as areal trends, which are
not considered in the example here which only considered a vertical trend. In other cases, no trends are
needed, and the workflow would be considerably simplified. The general practice when modeling a
deposit using a complete 3D geostatistical modeling is to adapt the steps and algorithm choices to suit
the problem at hand. Once the specifics are decided, then a base case model (i.e., a single realization)
of the deposit is constructed and checked in detail, following something close to what was described
throughout this section. Once the base case model meets the requirements of the operating team, then
the individual parameter files are placed into a script that includes all the steps (parameter files and
program calls) and some means of variable selection. The CCG has a detailed guide to Bash scripting
that is useful for beginner to advanced users. Another option for any operator is to have a deposit
modeller go through the steps outlined in this manual to generate the base case model, then have a
programmer write or modify the included python code described in Appendix A for the pond example in
this document to fit the steps the modeller used. In any case, a script is built one step at a time, testing
each step, and then tested upon completion to construct only one or two realizations, then those
realizations are checked in detail to ensure every step works as it should. Finally, the script can be used
to run all the realizations needed under all resampling scenarios to generate the data for a plot of
uncertainty versus data spacing.
5. Generating plots of uncertainty versus sampling spacing
The result of the workflow in Figure 4.33 is a number of realizations 𝑙 = 1, … , 𝐿 of the deposit fines and
solids and possibly volume depending on whether volumetric uncertainty was considered (Subchart A;
Figure 4.1; Appendix B), over a number of data spacing scenarios, 𝑑 = 1, … , 𝐷. The number of
realizations per scenario should be at least 100. The number of data spacing scenarios should be 10 or
less for practical roll up of uncertainty. The range of data spacings should be meaningful, from a
maximum spacing that permits a plausible minimum number of sample locations (e.g., 8-10) to make
any estimates of fines mass, to a minimum spacing that permits a large enough number of sampling
locations that the uncertainty will have converged to a minimum. The results may be plotted on a chart
such as shown in Figure 5.1.
The chart shown schematically in Figure 5.1 plots as the independent variable the number of sampling
locations, which could be substituted for the nominal data spacing for a number of data spacing
scenarios. In the latter case the functions would be linearized. Since the number of sampling locations
is more meaningful in terms of direct interpretation and explanation, as since the nonlinearity of the
response curves enhance the visual interpretation of the change in the value of information on the
plots, we preferred to plot the number of sampling locations on the abscissa. There are two coordinate
sets representing the ordinate. The corresponding functions matching those dependent variables are
color coded for visual introduction to the interpretation of the plots. First, in blue is the approximately
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symmetric uncertainty envelope representing the “plus or minus” spread of the estimates fines mass in
the deposit. The upper curve tracks the upper percentile 𝐹 −1 (𝑝ℎ𝑖𝑔ℎ ) in the probability interval of the
type ∆𝑧 = 𝐹 −1 (𝑝ℎ𝑖𝑔ℎ ) − 𝐹 −1 (𝑝𝑙𝑜𝑤 ), while the lower curve tracks the response variable, 𝑧, (i.e., fines
mass) at the lower quantile. The function 𝑧 = 𝐹 −1 (𝑝) is the quantile function that returns the value of
the variable, 𝑧, given a specified cumulative probability. So consider the blue curves in Figure 5.1
represent say the spread between the “P10” and “P90” fines mass at each of the data spacing scenarios.
In the report and in Figure (5.2) several probability intervals were plotted simultaneously on the graphs
of the type shown in Figure (5.1) to provide a more complete view of the shape of the uncertainty
envelope. The red curve corresponds to the probability for any one realization of the 100 realizations
generated in a given data spacing scenario to be within 10% of the mean of those realizations. This is a
measure of precision of the estimates for each data spacing scenario. Precision increases as more
sampling locations are collected, while uncertainty necessarily decreases. The blue uncertainty curves
are centred on the mean value of the realizations which will fluctuate between each data spacing
scenario proportional to the degree of uncertainty. This latter fluctuation in the mean is simply
removed for pitting the results. The next paragraphs describe in more detail the mechanics of
processing the fines mass calculations from a resampling workflow to create a plot like Figure 5.1.

Figure 5.1 Schematic depiction of a plot summarizing uncertainty in fines mass as a function of data
spacing.
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The following paragraphs reference the example spreadsheet provided in the example directory in
./Spreadsheets/fines_mass_summary.xlsx. The ‘fines_mass’ worksheet contains the calculation results
of total fines mass over the 100 deposit realizations for each data spacing scenario. The ‘prob_within_5’
and ‘prob_within_10’ worksheets contain the calculations for determining the probability of a
realization to fall within 5 and 10% of the mean of the realized fines mass, respectively. This is done by
sorting the realized fines mass for each scenario in ascending order and tabulating against the
cumulative probability 𝐹. A ‘delta from mean’ block records the absolute deviation of each realization
from the mean in each data spacing configuration. A ‘prob within X of mean’ block computes an
indicator variable outcome for each realization that is 1 if the deviation is within the specified
percentage of the mean for that data spacing scenario, and 0 otherwise. The average of this indicator
variable is equivalent to a probability. The ‘prob_intervals’ worksheet carries the data from the previous
worksheets and computes probability intervals of the type ∆𝑧 = 𝐹 −1 (𝑝ℎ𝑖𝑔ℎ ) − 𝐹 −1 (𝑝𝑙𝑜𝑤 ) where a
number of sets of high and low percentiles are selected, with each set corresponding to a pair of blue
curves. The results are centered on the mean value for each data spacing configuration to make the plot
easy to read and filter the mean fluctuation which is not directly relevant. One red curve corresponding
to the probability to be within X% is plotted simultaneously on a single graph as in Figure 5.2.

Figure 5.2 Plot generated from geostatisitical model realizations data in example spreadsheet.
Note that the results plotted on Figure 5.2 are specific to the deposit modeled in the working example in
this manual and are not directly applicable to any other deposit. Clearly, the general functional
relationship between data spacing and converging uncertainty envelopes, as well as increasing precision
of the estimates is general. This is simply analogous to the fact that the steps to follow in constructing
the models, and the output from the modeling based on a specific sample set are also deposit specific,
yet the overall workflow in the model construction is general.
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6. Monte Carlo analysis as an abridged workflow
In Chapter 5 of the report there is a proposal that the full geostatistical modeling and resampling
methodology could be abridged by a spatial Monte Carlo workflow based on the distribution of
uncertainty in the global mean of fines, solids, and possibly deposit volume. This approach is based on
the premise that the response for fines mass over a discretized stochastic model can be approximated
by modeling the variation in the averages as random variables. There is a risk of bias in such an
approximation, among other potential issues, but the approach can still be useful for a cheap first look
at quantifying the uncertainty in total fines mass as a function of data spacing.
The following paragraphs reference the example spreadsheet provided in the example directory in
./Spreadsheets/ MC_experiment.xlsx. The worksheet ‘fines’ contains data on the computed average
covariace between the sampling locations using the program covabar (Fig. 5.3). Chapter 4 of the report
discusses the basic theory for determining the variance of a mean from a covariance function (i.e.
variogram) and some sampling locations by computing the average covariance between all of the data
pairs. The parameter file in Figure 5.3 is located in the example directory ./Workshop/ 04-Monte-CarloResampling/Resampling. These files are from the resampling exercise provided in the COSIA workshop.

Figure 5.3 Parameter file for covabar, used for computing average covariance (uncertainty in the mean)
given some sampling locations.
A screen capture of the worksheet ‘fines’ is shown in Figure 5.4. The covabar calculation representing
the variance in the global average fines is located in Row 5. The mean of the distribution of the average
is the mean of the fines sample data (Row 6). The variance is scaled from the covabar result based on
the sample histogram variance (Row 7) to yield the value for the uncertainty (variance) in the fines
global average (Row 10). The theory relating these values is in the report in Chapter 4 so it is not
repeated here. The block in Rows 12 to 22 contains calculations for symmetric probability intervals of
the global average of fines assuming a normal distribution for the uncertainty int eh fines mean. In this
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case, the value of the corresponding quantiles are returned directly from the inverse of the Gaussian
distribution using the Excel function NORM.INV. These are not used directly in the final plot of the type
shown in Figure 5.1, which plots fines mass, but the calculations are analogous.

Figure 5.4 Screen capture of the worksheet ‘fines’ in the spreadsheet MC_experiment.
The ‘solids’ worksheet contains the same calculations as the ‘fines worksheet, but pertaining to the
uncertainty in the global solids mean. The only difference is that the realizations of the global solids
mean are drawn using a correlated random number to the random value drawn for the fines mass
(Rows 30 onward in both sheets). That is, in order to account for the correlation between solids and
fines, and the corresponding correlation in their average values, the random number used to draw a
realization of solids mean is correlated with the random number used to draw a realization of the fines
mean. The calculations for correlated random numbers are found in the ‘solids’ worksheet in Columns
W-Z. Also included in the ‘solids’ worksheet are realizations of the density function in Columns M-U, as
a deterministic function of the solids realizations.
The ‘R_t_and_solids’ worksheet contains calculations on an uncertain pond volume based on a mapped
functional relationship with the uncertainty in the mean of the stochastic residuals representing the
pond thickness uncertainty. There is an explanation of this type of functional mapping in the Report in
section 5.3. This worksheet can be neglected, but was included for completeness.
The Monte Carlo sampling for fines mass is contained in the worksheet ‘fines-mass’. In Columns C-K,
Rows 30 onward are the calculations for realized total fines mass based on the realizations of fines
fraction, solids fraction, and the other deterministic functions. The results are summarized as described
previously and plotted on a chart of the type in Figure 5.1 (Figure 5.5).
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Figure 5.5 Plot generated from results of Spatial Monte Carlo experiment in example spreadsheet.
The workflow for the spatial Monte Carlo resampling is included in Figure 5.6.

Figure 5.6 Workflow for abridged spatial Monte Carlo assessment
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It is important to recognize that the abridged spatial Monte Carlo workflow described in this section is
only a very coarse approximation and does not account for conditioning and the size and shape of the
deposit. Only a full geostatistical resampling workflow can correctly account for these important
realistic effects. As such, the only feasible application for the spatial Monte Carlo approach is in firstpass estimates of the impact of data spacing and uncertainty. Using only this approach for justification
of sampling strategy is not recommended.
References
Deutsch, C. V., and A. G. Journel (1998), GSLIB, Geostatistical Software Library and Users Guide, Second
ed., 369 pp., Oxford University Press, New York.
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Appendix A
The first section of this appendix (Appendix A.1) lists the Centre for Computational Geostatistics
software used in the workflow, and where each program was used in the workflow (Appendix B). An
overview of the scripting implementation is also given (Appendix A.2) so that experienced programmers
could quickly and efficiently implement the workflow in Bash, Python, Perl or any other scripting
language.
Appendix A.1 – List of Centre for Computational Geostatistics Software Used
The Centre for Computational Geostatistics (CCG) has developed hundreds of programs for geostatistical
algorithms and requirements in the geostatistics workflow. The majority of these programs are based on
GSLIB (Journel and Deutsch, 1998). Programs used from the CCG and GSLIB catalogues are presented in
the approximate order in which they are encountered in the workflow, rather than alphabetically.
1. Histplt – histogram plotting program
a. Box 1; Figure 4.1; Appendix B
2. Locmap – 2D location map plotting program
a. Box 1; Figure 4.1; Appendix B
3. Scatplt – scatter plot program
a. Box 1; Figure 4.1; Appendix B
b. Box 3.2.5; Figure 4.1a; Appendix B
4. Nscore – normal score transformation program using a quantile-quantile transform
a. Box 3.3.0; Figure 4.1b; Appendix B
5. Gamv – experimental variogram calculation program
a. Box 3.2.6; Figure 4.1a; Appendix B
b. Figure 4.1b; Appendix B
6. Varmodel – variogram modeling program
a. Box 3.2.6; Figure 4.1a; Appendix B
b. Figure 4.1b; Appendix B
7. Vargplt – variogram plotting program
a. Box 3.2.6; Figure 4.1a; Appendix B
b. Figure 4.1b; Appendix B
8. Spatial_bootstrap – spatial bootstrap program to compute the uncertainty in global statistics for
a correlated random field used extensively for parameter uncertainty
a. Box 4; Figure 4.1; Appendix B
9. Kb2d – 2D kriging program for ordinary or simple kriging
a. Box 3.2.2; Figure 4.1a; Appendix B
10. Kt3d – 3D kriging program for ordinary kriging, simple kriging and kriging with an external drift
a. Box 3.2.2; Figure 4.1a; Appendix B
b. Box 6.9 and 6.10; Figure 4.1d; Appendix B
11. Sgsim – sequential Gaussian simulation for stochastic realization of correlated random fields
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12.

13.

14.
15.

a. Box 3.2.7; Figure 4.1a; Appendix B
b. Box 5.2 and 5.5; Figure 4.1c; Appendix B
c. Box 6.3 and 6.7; Figure 4.1d; Appendix B
Trans_trend – histogram correction program using a quantile transformation modified by the
kriging variances
a. Box 3.2.8; Figure 4.1a; Appendix B
b. Box 5.4 and 5.6; Figure 4.1c; Appendix B
c. Box 6.5 and 6.9; Figure 4.1d; Appendix B
Stepcon/stepcon_b – forward and backward stepwise conditional transform used for variables
with trends, such as fines and depth
a. Box 5.1 and 5.3; Figure 4.1c; Appendix B
b. Box 6.1 and 6.4; Figure 4.1d; Appendix B
Mergemod – model merging program to merge 3D models based on a lithology code
a. Box 6.10; Figure 4.1d; Appendix B
Gridclip – clip a 3D model to only be present at specific lithologies, such as only allowing
simulated pond values within the pond
a. Box 5.8; Figure 4.1c; Appendix B
b. Box 6.11; Figure 4.1d; Appendix B

Appendix A.2 – Overview of Scripting Implementation
The majority of the base analysis script was implemented in Python 3 with some small sections in Bash.
The base analysis script is broken down in to steps such as the simulation of pond thickness and
simulation of fines in the pond. These steps must be run in order, but as the user might wish to simulate
the pond thickness and then examine the results, global flags at the top of the script header define what
sections will be run. The global number of realizations to simulate is specified at the top as well.

Figure A.1: Sample python script header with global flags to run each section of the script.
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This step is necessary due to the long run time of each section of the script. Running the entire base
workflow takes hours of computer time. After the script header, the parameter files required for each
step are specified. These parameter files are hard coded parameters and string interpolated sections. An
example shown below illustrates this. The “thick_dir” variable is replaced before calling the spatial
bootstrap program as is the random number seed. Using a new random number seed for each program
call is highly recommended to reduce the chance for strange artifacts.

Figure A.2: Sample parameter files for the first step in the script. Any required global parameters such as
the parameter file string are specified here. Some parts of the parameter file which will not vary, such as
the variogram definition in the spatial bootstrap are hardcoded in the parameter file. Other parameters
that will vary, such as the random number seed are left as variable which will be string interpolated
during script execution.
For sections of parameters, such as the variogram, where either specific cases or random sampling is
used, a smaller string interpolation variable is used.
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Figure A.3: Sample variogram definition string with the range parameters left as variables to be
interpolated.
In addition to the parameter files and global variables, a number of functions are defined. Some of these
fuctions, such as the density are used to compute values within the script:

Figure A.4: Example function used for density calculation within the script.
These calculations are applied to realizations which are read directly by the scripting program using the
pygslib module. Some tasks are coded in to the script such as grid clipping as a self-contained function. A
portion of the grid clipping function is included below:

Figure A.5: Part of a function used to clip simulations to the pond.
The main script is broken down in to the steps defined at the top of the script for parameter file
organization. Each step uses results from the previous step, so they must be run run in order. At the end
of the script, the option is given to remove intermediate simulation files which are on the order of 100
GB (depending on the number of realizations run). These files cannot be removed until all simulation
steps have been completed.
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A random state is used by the script so that random number seeds used by the sub-programs will be
identical if re-running the script. This is not necessary, but useful to inspect and compare results.

Figure A.6: Main script function and portion of logic for first step of script execution.
Appendix A.3 – Extension to Resampling Scenarios
The key change in the extension to resampling scenarios is the generation of reasonable sample points
at varying drill hole spacings. This is most easily accomplished by generating a regular grid of 3D points
with a given spacing and clipping to keep only the points which lie inside the domain. These points can
be used to sample a reference realization with the program “checkmod” which is designed as a model
checking program to get values from a grid corresponding with a set of 3D points. From this point, the
resampling script is almost identical to the base case with the exception of using the new resampled
data configuration, not the original data points.
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Appendix B. Workflow diagrams

Figure 4.1 Main workflow chart for constructing a base case geostatistical model
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Figure 4.1a Workflow chart for modeling surface uncertainty (e.g., pond bottom)
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Figure 4.1b Workflow chart for variogram calculation and modeling
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Figure 4.1c Workflow chart for geostatistical modeling of fines fraction
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Figure 4.1d Workflow chart for geostatistical modeling of solids fraction
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AER

Alberta Energy Regulator

AESRD

Alberta Environment and Sustainable Resource Development

Bitumen Content

Mass of bitumen divided by (mass of solids + water) X100%

Composite/Consolidated
Tailings (CT)

Combined mixture of fluid fine tailings or mature fine tailings, sand and
coagulant (e.g.; gypsum)

Consolidation

Compression or densification of a soil deposit through a change in the
effective stresses, reduction in void space, and expulsion of pore fluids

COSIA

Canada’s Oil Sands Innovation Alliance

Dedicated Disposal Area
(DDA)

Defined in Directive 074; “…an area dedicated… to the deposition of
captured fines using a technology or suite of technologies…”

Drained Shear Strength

Measured shear strength when shear stress is applied at a sufficiently
slow rate and the drainage boundary conditions are such that excess
pore pressure is zero when the failure occurs

Fines Content (FC) or
percent fines

Mass of fines divided by mass of mineral solids

Fines, fine solids

Mineral solids with particle sizes equal to or less than 44 µm

Fines/(fines + water) ratio
(FOFW)

Mass of fines divided by (mass of fines + water) X 100%

Fluid Fine Tailings (FFT)

A liquid suspension of fine tailings or fines-dominated tailings in water,
with a solids content greater than 2% but less than the solids content
corresponding to the liquid limit. In the context of this report the term
“Fluid Tailings” is used synonymously with “Fluid Fine Tailings”.

Geotechnical fines
content

Mass of fines divided by mass of solids X 100%

Geotechnical water
content

Mass of water divided by mas of solids X 100%

Liquid Limit

The geotechnical water content defining the boundary between a liquid
and solid in soil mechanics. This state is defined by a standard
laboratory test (ASRM D4318-10; modified for use in oil sands tailings
containing bitumen). It can also be described in terms of an equivalent
FOFW or solids content. This test results in equivalent remoulded shear
strength of 1 to 2 kPa.

L

Liter

m

Metre

μm

Microns or micrometres (1x10-6 metres)

mm

Millimetres

Mature Fine Tails (MFT)

A subset of FFT with SFR less than 1 and solids content greater than
30%, nominal

Mineral solids

Fines and sand

Non-segregating Tailings
(NST)

Tailings that form a homogeneous mass upon deposition (i.e.; tailings
that do not have coarser particles that separate from the finer particles,
which are then carried away in runoff water or are re-deposited in
discrete layers or zones with particle size distributions dissimilar to that
of the original tailings materials)

Pa or kPa

Pascals or kilopascals

Plastic Limit

The geotechnical water content defining the boundary between a
plastic (i.e.; remouldable) solid and brittle solid in soil mechanics. This
state is defined by a standard laboratory test (ASRM D4318-10;
modified for use in oil sands tailings containing bitumen). It can also be
described in terms of an equivalent FOFW or solids content. This test
results in equivalent remoulded shear strength of about 100 kPa.

Sand

Mineral solids with particle size greater than 44 µm and less than 2 mm
(does not include bitumen)

Sand to Fines Ratio
(SFR)

The mass ratio of sand to fines; the mass of mineral solids with a
particle size greater than 44 μm divided by the mass of mineral solids
less than 44 μm

Shear Strength

Shear strength is defined as the maximum or ultimate shear stress that
a soil can sustain without undergoing large deformations

Shrinkage limit

The geotechnical water content defining the point at which a soil, on
loss of moisture, will experience no further volume reduction. This state
is defined by a standard laboratory test (ASRM D4318-10; modified for
use in oil sands tailings containing bitumen).

Solids

Sand, clay and other solid mineral particles contained in oil sands
tailings (does not included bitumen)

Solids Content (SC) or
percent solids

Mass of mineral solids divided by total mass (mineral solids + bitumen
+ water) x 100%.

Sedimentation

Downward movement of solid particles through a fluid to form a
sediment or soil layer at the base of the fluid volume

Settlement

Resulting downward movement of a soil deposit through consolidation
or compression within the deposit (often measured on the surface of
the deposit)

Tailings

A by-product of the bitumen extraction process composed of water,
sand, fines, and residual hydrocarbons

Thin Fine Tailings (TFT)

A subset of FFT with SFR less than 1 and solids content less than 30%,
nominal

Thickened Tailings (TT)

Tailings treated through thickeners and in-line flocculation

Undrained Shear
Strength

Measured shear strength when the drainage boundary conditions are
such that the shear-induced excess pore pressure does not dissipate
as the material is strained

UOSTCS

Unified Oil Sands Tailings Classification System

Void Ratio (e)

Volume of Voids divided by volume of solids

Water Content (w)

Mass of water divided by mass of (solids + bitumen + water) X 100%

Whole tailings (WT)

Tailings produced directly from the primary and secondary separation
vessels in the extraction plant, containing sand, fines and water from
the oil sands ore plus recycle water

Primary Division
Sand Void Ratio≤1.1
Fines
Sandy-Fine
Dominated
Tailings
Tailings
SFR ≥ 3 (fines
Sand void
content
ratio
geotechnical II ≤
> 1.1
25%)
Transition Tailings
3 > SFR > 1 (25%
< fines content
geotechnical II <
50%)

Fine Tailings
SFR ≤ 1 (fines
content
geotechnical II≥
50%)

Secondary Division
none
FWR < static
segregation boundary
Liquid limit > FWR ≥
static
segregation boundary

Symbol
S
SF-1

FWR < static
segregation boundary
Liquid limit > FWR ≥
static
segregation boundary
Plastic limit > FWR ≥
liquid limit
FWR ≥ plastic limit
FWR < static
segregation boundary
Liquid limit > FWR ≥
static
segregation boundary
Plastic limit > FWR ≥
liquid limit
FWR ≥ plastic limit

T-1

Transition Zone 1

T-2

Transition Zone 2

T-3

Transition Zone 3

T-4
F-1

Transition Zone 4
Fine Tailings Zone 1

F-2

Fine Tailings Zone 2

F-3

Fine Tailings Zone 3

F-4

Fine Tailings Zone 4

SF-2

Name
Sand
Sandy Fine Tailings Zone 1
Sandy Fine Tailings Zone 2

